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Topics of the Conference

The papers are divided into the following subject categories:
Al - Artifical Intelligence and Expert Systems
AL - Advanced Languages

DB - Database Management Systems
This category includes also the papers concerning future
DB-systems and the migration to them.

DC - Data Communications and Networks
OA - Office Automation, Networks and PCs

Rl -RISC and HP-PA
This chapter contains all papers with the subject
“precision architecture” and the migration path from the
current systems to the “PA-systems”.

SM - System Management

VS - Various
All other papers wich cannot be put in the previous
groups are gathered under this mnemonic.
All papers which arrived after the copy dead-line are
additionally marked with an “*”. You will find these
papers at the end of the proceedings grouped according
to the eigth subject categories.
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ARTIFICIAL INTELLIGENCE IN BUSINESS

The goal of AI scientists has always been to develop
computer programs that could in a sense think; that is, solve
problems in a way that would be considered intelligent if
done by a human.

To act intelligently - to think - means more than to
calculate or match numbers or letters. To think means, among
other things, to combine new information, previously known
facts, rules of thumb, guesses and even intuition to come up
with an appropriate response to a problem.

Artificial Intelligence is a field of study that
involves computer program and mechanisms that emulate some
aspect of intelligent human behaviour. AI includes such
areas as:

. Expert Systems

. Robotics

. Vision Recognition
. Voice Recognition

The AI marketplace is projected to be the fastest
growing sector of the computer industry with general purpose
computers the medium of choice.

Brant Computer Services has brought MPROLOG to the
HP3000. MPROLOG is an ideal tool for developing prototype
and production AI applications. With its external. language
interface, users of the HP3000 may find that the real power
of MPROLOG is its ability to provide "knowledge processing"
to commercial applications and data bases.

Knowledge processing systems may be used to solve small,
specific problems, supplant training, and enable employees to
perform tasks that previously required access to senior
specialists.

Most observers agree that software is steadily becoming
increasingly complicated, powerful and intelligent. The
development of AI applications often requires capabilities
not available or feasible using conventional computer
languages. The MProlog language provides the technology for
developing and executing intelligent and sophisticated
applications.
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MProlog's use need not be restricted to problems
requiring the direct employment of AI technology, however. It
has been designed to foster improvements in the conventional
software development market. Applications which may not
require AI techniques can be implemented and maintained more
productively by employing AI tools that can intelligently
help locate and diagnose errors in the program code.

"Expert Systems" use artificial intelligence techniques
to draw on a base of knowledge supplied by a company's
experts, including subjective judgments to simulate human
reasoning. The systems can make reasoned assumptions to fill
in missing information. 1In contrast, most conventional data
processing programs do little more than crunch numbers.

This paper discusses the development of a new product
for the HP3000 and PC compatible micro-computers - An Expert
System Manager for the HP3000. This product is a knowledge
system which uses AI techniques to perform some of the
advisory functions of a system manger for the Hewlett-Packard
HP3000 line of business computers.

EXPERT SYSTEMS

Among the most significant of the developments in the
field of Artificial Intelligence are "expert" or "knowledge-
based" systems. These programs are designed to represent and
apply factual knowledge of specific areas of expertise to
solve problems.

Like human experts, these systems use symbolic logic and
heuristics - rules of thumb - to find solutions. Expert
systems may make errors from a lack of knowledge but should
be able to learn from their mistakes and, unlike their human
counterparts, provide a permanent, consistent record of the
knowledge they contain.

Initially, AI scientists tried to simulate the
complicated process of thinking by finding general methods
for solving broad classes of problems. However, the more
classes of problems a single program could handle, the more
poorly it seemed to do on any individual problem. They next
decided to concentrate on developing general methods or
techniques to use in more specialized programs. It wasn't
until the late seventies that AI scientists began to realize
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that the problem-solving power of a program comes from the
knowledge it possesses, not just the formalisms and inference
schemes it employs. In other words, to make a program
intelligent, provide it with lots of high-quality, specific
knowledge about some problem area.

This realization 1led to the development of special-
purpose computer programs that were expert in some narrow
problem area. These programs were called expert systems.

The process of building an expert system is often called
Knowledge Engineering. It typically involves a special form
of interaction between the expert-system builder, called the
knowledge engineer, and one or more experts in some problem
area. The knowledge engineer "extracts" from the human
experts their procedures, strategies, and rules of thumb for
problem solving, and builds this knowledge into the expert
system.

The result is a computer program that solves problems in
much the same manner as the human experts. An expert
described by Paul E. Johnson is a person who, because of
training and experience, is able to do things the rest of us
cannot; experts are not only proficient but also smooth and
efficient in the actions they take. Experts know a great
many things and have tricks and caveats for applying what
they know to problems and tasks; they are also good at
plowing through irrelevant information in order to get at
basic issues, and they are good at recognizing problems they
face as instances of types with which they are familiar.
Underlying the behaviour of experts is the body of operative
knowledge we have termed expertise. It is reasonable to
suppose, therefore, that experts are the ones to ask when we
wish to represent the expertise that makes their behaviour
possible.

Knowledge engineering relies heavily on the study of
human experts in order to develop intelligent, skilled
programs. As Hayes-Roth and others point out in the book
Building Expert Systems, the central notion of intelligent
problem-solving is that a system must construct its solution
selectively and efficiently from a space of alternatives.
When resource-limited, the expert needs to search this space
selectively, with as little unfruitful activity as possible.
An expert's knowledge helps spot useful data early, suggests
promising ways to exploit them, and helps avoid low-payoff
efforts by pruning blind alleys as early as possible. An
expert system achieves high performance by using knowledge to
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make the best use of its time.

The transfer of knowledge from an expert to a computer
program (knowledge engineering) can be pictured as follows:

----- queries, problems-----
| |
v |
DOMAIN KNOWLEDGE - =>EXPERT
EXPERT ENGINEER SYSTEM
| ~ strategies
| | rules-of-thumb
----answers, solutions----- domain rules

The main players in the expert system game are the
expert system, the domain expert, the knowledge engineer, the
expert-system-building tool and the user.

The expert system is the collection of programs or
computer software that solves problems in the domain of
interest. It is called a system rather that just a program
because it contains both a problem solving component and a
support component. This support environment helps the user
interact with the main program and may include sophisticated
debugging aids to help the expert-system builder test and
evaluate the program's code, editing facilities and advanced
graphics.

The domain expert or area expert is an articulate,
knowledgeable person with a reputation for producing good
solutions to problems in a particular field. The expert uses
tricks and shortcuts to make the search for a solution more
efficient, and the expert systems models these problem-
solving strategies. Although an expert system usually models
one or more experts, it may contain expertise from other
sources such as books or journal articles.

The knowledge engineer is a human, usually with a
background in computer science and AI, who knows how to build
expert systems. The knowledge engineer interviews the
experts, organizes the knowledge, decides how it should be
represented in the expert system, and may help programmers to
write the code.

The expert-system-building tool is the programming
language used by the knowledge engineer or programmer to
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build the expert system. ' These tools differ from

conventional programming languages in that they provide
convenient ways to represent complex, high-level concepts.
The term tool usually refers to both the programming language
and to the support environment used to build the expert
system.

The user is the human who uses the expert system once it
is developed.

Why develop expert systems? One advantage is
permanence. Human expertise can fade quickly whereas
artificial expertise is around forever. Another advantage is
the ease with which it can be transferred or reproduced - not
true for humans. Artificial expertise is easy to document
and produces more consistent, reproducible results than does
human expertise. Computer programs are not susceptible to
time pressures, stress or distractions. Finally, human
experts are very scarce. Expert systems allow the expertise
to be readily attainable and relatively inexpensive.

THE STRUCTURE OF AN EXPERT SYSTEM

We use the term knowledge to mean the information a
computer program needs before it can behave intelligently.
This information can take the form of facts or rules.

Facts and rules in an expert system are not always
either true or false; sometimes there is a degree of
uncertainty about the validity of a fact or the accuracy of a
rule. When this doubt is made explicit, it is called a
certainty factor.

Many of the rules in expert systems are heuristics -
rules of thumb or simplifications that effectively limit the
search for solutions. Expert systems use heuristics because
the tasks these systems undertake are typically difficult and
often poorly understood. They tend to resist rigorous
mathematical analysis or algorithmic solutions.

The Xknowledge in an expert system is organized in a way
that separates the knowledge about the problem domain from
the system's other knowledge, such as general knowledge about
how to solve problems or knowledge about how to interact with
the user. This collection of domain knowledge is called the
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knowledge base, while the general problem-solving knowledge
is called the inference engine. A program with knowledge
organized this way is called a knowledge-based system.

The knowledge base in an expert system contains facts
(data) and rules that use those facts as the basis for
decision making. The inference engine contains an
interpreter that decides how to apply the rules to infer new
knowledge and a scheduler that decides the order in which the
rules should be applied.

How the system uses its knowledge is important. An
expert system must have both the appropriate knowledge and
the means to use the knowledge effectively to be considered
skilled at some task. Thus to be skilled, an expert system
must have a knowledge base containing lots of high-powered
knowledge about the problem domain and an inference engine
containing knowledge about how to make effective use of the
domain knowledge.

Finally, we need to consider how the knowledge is
represented. Rule-based representations centre on the use of
IF condition THEN action statements. Frame-based knowledge
representation uses a network of nodes connected by relations
and organized into a hierarchy.

Expert systems manipulate knowledge while conventional
programs manipulate data. Teknowledge characterizes the
differences between expert systems and ordinary programs as
follows:

- - - -

Data Processing Knowledge Engineering

. Representations and use of . Representations and use of
data knowledge

. Algorithmic . Heuristic

. Repetitive process . Inferential process

. Effective manipulation of . Effective manipulation of
large data bases large knowledge bases

When human experts solve problems, particularly the type
we consider appropriate for expert system work, they chose
symbols to represent the problem concepts and apply various
strategies and heuristics to manipulate these concepts. An
expert system also represents knowledge symbolically. The
symbols can be combined to express relationships between
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them. To solve a problem, an expert system manipulates these
symbols and the consequence is that the knowledge

representation becomes very important.

An expert system has depth; that is, it operates
effectively in a narrow domain containing difficult,
challenging problems. Thus the rules in an expert system are
necessarily complicated through their individual complexity
or sheer number.

An expert system has knowledge that lets it reason about
its own operation plus a structure that simplifies this
reasoning process. For example, if an expert system is
organized as sets of rules, then it can easily look at the
inference chains it produces to reach a conclusion. If given
rules that tell it what to do with these inference chains, it
can use them to check the accuracy, consistency, and
plausibility of its conclusions and justify its reasoning.
Most current systems have an explanation facility to explain
how the system arrived at its answers and these usually
involve displaying the inference chains and explaining the
rationale behind each rule used in the chain. This provides
a self-knowledge which is becoming more important in helping
expert systems to resolve inconsistencies.

MPROLOG - THE DEVELOPMENT TOOL

MPROLOG is an advanced, modular implementation of the
Prolog language. Selected as the basis for the Japanese
Fifth Generation Computer System Project, Prolog enables
designers to describe their application in logical terms for
interpretation by the computer. It will help solve problems
involving all types of logical reasoning quickly and easily.

MPROLOG gives you a powerful inference engine surpassing
the capabilities of most expert shells. MPROLOG provides
automatic, system-driven reasoning with the rules and facts
in the program knowledge base. You describe the problem by
describing the relevant properties of the objects you are
interested in, and the relationships between different
objects. The MPROLOG uses its build-in 1logical inference
engine to find a solution to your problem. By way of
contrast, to solve a problem with a traditional programming
language, you must give precise, step-by-step instructions
for how that problem is to be solved.
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In addition, MPROLOG gives you interfaces to procedural
languages, hardware and operating system independence, high
performance and a program development environment with
on-line help, interactive editing, error correction and
program trace facilities.

MPROLOG operates in a number of computer environments in
addition to the HP3000 including IBM VM/CMS, IBM MVS/TSO, IBM
PC-DOS, DEC VAX/VMS, DEC VAX/UNIX, CDC Cyber, and AI
workstations including Tecktronix 4404, Sun, Apollo, Charles
River, Mostek and other M68000/UNIX.

Such features as floating point arithmetic, exception
handling, dynamic programming, type checking, host and
external 1language interfaces make MPROLOG a robust tool for
the development of application programs. Operating system
independence means that only a single source must be
maintained for applications running in different production
environments.

The programming and production environment consists of
the following five components:

The Program Development Support System (PDSS)
for writing, editing and testing MProlog programs

The Pretranslator
translates MProlog source modules into binary form

The Compiler
compiles these binary modules into machine-code

The Consolidator
links pretranslated and compiled modules together,
forming a standalone MProlog program

The Interpreter
executes a standalone MProlog program

Brant Computer Services has brought MPROLOG to the
HP3000. MPROLOG has a high profile in a relatively sound
industry and Brant has exclusive , world-wide rights to
market the language to all Hewlett-Packard computer systems.
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E APPLICATION - EXPERT SY M AGER

Brant is a supplier of computer software, services and
support. The Expert System Manager was conceived for two
reasons - to supplement our Facilities Support offering and
as a documentation and educational tool to help us capture
the knowledge of our in-house experts and to help train
others.

The Expert System Manager was designed with an
unsophisticated end-user in mind. The product must run on
the micro-computer in case the HP3000 goes down and must
converse with the user in a question and answer fashion. The
system should lead to specific recommendations to remedy the
problem with a minimum number of questions and should help
the user restore the computer to an operational state as
quickly as possible. The system should, in addition, explain
its reasoning, address preventative maintenance and allow
users to add to the base of knowledge in the system.

Rather than a strictly academic exercise, this product
was conceived not only as saleable, but was seen as required
in many situations. The Expert System Manager will be quite
useful to new uses of smaller systems who do not wish to hire
specific data processing staff.

Large shops can also benefit from the Expert System
Manager to overcome problems which occur when the system
manager is wunavailable. Multiple site shops can use the
Expert System Manager to maintain consistency across machines
and sites. Since the base of knowledge is expandable, it can
be tailored to the specific requirements and methodology
where it is installed.

It is important in the development of any expert system
to restrict its scope to a manageable size. System managers
are responsible for solving numerous and varied problems
which are often site and application specific.

We decided to limit the scope of the project to the set
of problems concerned with the operating system and
communications from the end-user to the host computer. our
problem profile is quite broad, covering numerous problems
that end-users and computer operators encounter in trying to
establish communications with the operating system and
low-level problems that they may experience once they have
the attention of the operating system.
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The purpose of the system is, through communication with
the end-user, to establish the nature of the problem and
recommend a means of overcoming it. If a solution suggested
in not successful or not available, the system will suggest
that the user seek outside help and prompt for the solution
to be added to its knowledge base.

A SYSTEM MANAGER'S ROLE

System managers are responsible for solving numerous and
varied problems, as we learned in the observation of our
expert. The system manager has prime responsibility for the
HP3000 and peripherals. This role extends beyond the machine
itself and includes communications to direct and remote
users, the operating system, system software and application
programs.

The system manager is generally the most Kknowledgeable
person in all aspects of the real world which interact
physically in some way with the computer system.

The types of problens which system managers are
responsible for solving include:

. Operating System Problems

The system manager must keep current with known
problems in the operating system, the use of the
operating system including utilities from HP,
the contributed 1library or those internally
developed, keeping the system running,
interpreting error messages and how to recover
if the system goes down.

. Operations Problems

Some system managers £fill the dual role of
computer operator as well, responsible for the
console commands including fences and 1limits,
console replies, tape and form mounts, backup,
cold load and reload procedures, system loading
and performance monitoring
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. System Configuration Problems

Configuration of the system is an on-going
concern to system managers. System table sizes
must be optimized for the user base and the
configuration must be kept current with the
changing needs of the user base.

. Performance Enhancement Problems

The system manager may be the first to know if a
new application is experiencing performance
problems through the other users on the system.
His or her knowledge must cover data base
design, file access techniques, program
segmentation and much more.

. Communications Problems

Communications problems can include problems
with the terminal, power supply, cabling or
configuration of the users, the configuration of
the system, modem, multiplexer or line problems
with remote users and with application software.
The perceived problem may simply be the result
of a slow system, incorrect use of application
software or may involve local printers or PCs.

These are only some of the problems which system
managers may encounter in a typical day on the job. Pressures
from end-users, management and the machine itself make the
system manager's a very responsible role.

The Jjob of system management, however, is often very
site specific. Experienced system managers are in short
supply. After hiring one, he must still be trained in the
inner workings of the new site and will certainly not be
available for the twenty-four hours a day, seven days a week
that the machine is working.

An obvious need exists, then, for an advisory tool to
help 1less highly trained staff solve some of the problems
they may encounter, to help these people further qualify
difficult problems before calling in the system manager, to
document the expertise of the system manager and to help
train others in this expertise.
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The Expert System Manager project was undertaken to
fulfill this need.

THE KNOWLEDGE ENGINEERING

To obtain the knowledge base necessary for our Expert
System Manager, we used two of our system managers as the
experts along with the HP manuals and trade journals.

A paradox of expertise is that the more competent domain
experts become, the 1less they are able to describe the
knowledge they use to solve problems. Domain experts need
outside help to clarify their thinking and that is the role
of the knowledge engineer.

Our goal in the knowledge acquisition was to transfer
the problem solving expertise from our human system managers
to a computer program.

The knowledge engineer was not himself an expert in
system management or operations. He obtained most of his
information through direct interaction with each of the
system managers independently.

Our knowledge engineering sessions took three basic
forms. One form was through question and answer sessions
during which the expert would explain what types of problems
he encountered, how he solved the problem and why he took the
direction or made the decisions he did. The knowledge
engineer would ask for clarification where required and
challenge the expert when his reasoning seemed contradictory.

The second form of the knowledge engineering was through
case studies. The knowledge engineer presented the expert
with realistic or actually documented problems to solve -
providing the expert with the actual end-user view of the
problem and symptoms as reported. The expert would then
proceed to solve the problem as best he could. He would
query the knowledge engineer as he would the end-user and
conclude what actions he would probably take. The knowledge
engineer took an active role, requesting explanations from
the expert at intervals in the process.
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The third form of the knowledge engineering took the
form of strict observation during the expert's actual problem
solving process. The knowledge engineer spent time with the
expert on the job and recorded the actions taken and
questions posed by the expert in solving problems as they
arose.

No matter what the form of the knowledge engineering,
our knowledge engineer was keen to note the organizational
mechanisms used by the expert to classify the type of problem
he encountered. The organizational constructs formed the
basis for certain types of inferences the expert makes during
problem-solving and constitutes the structural expertise
about the domain. '

The knowledge engineer also listened for the basic
strategies the human experts used when performing the task of
problem-solving. What facts did the they try to establish
first? What kinds of questions did the experts ask first?
Did the experts make initial guesses about anything based on
tentative information? How did the human experts try to
refine their guesses? In what order did they pursue each of
the subtasks and how did this order vary in case studies? How
did the expert justify his problem-solving techniques?

Given any particular situation, it was important to

identify the actual problem, its characteristics and
sub-problens. The objective was to characterize the
supporting knowledge structure for each problem to begin
building the knowledge base. Several iterations were
required for each problem. Some problems were split into
multiple problems if considered too large. The following

points were considered important:

. what classes of problems does the expert solve?
. how are the problems defined?

. how are the problems partitioned?

. what are the important data?

. what situations are likely to impede solutions?
. what does a solution look like?

It was important to us not to ask our experts directly
about their rules or methods for solving a problem. In
general, domain experts have great difficulty in expressing
such rules. They have a tendency to state their conclusions
and reasoning in general terms, too broadly for effective
machine analysis. The human expert makes complex judgments
rapidly. The pieces of basic knowledge are assumed and
combined so quickly that is is difficult for the expert to
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describe the process. He may be even be unaware of the
individual steps taken to reach a solution. He may call it

intuition or a hunch - but he uses a complex reasoning
process based upon a large amount of remembered data and
experience. Interestingly enough, studies have shown that
when experts attempt to explain how they reached a

conclusion, they often construct plausible lines of reasoning
that bear little resemblance to their actual problem-solving
activity. '

Hence, we did not believe anything our experts said
outright. Working hypotheses were developed based on
information from the expert which was tested for validity and
consistency before being accepted. The tests involved having
the expert solve new problems using the hypothesis - the
experts had to demonstrate the use of their rules during
actual problem solving.

Within their area of expertise, our experts quickly
recognized new situations as instances of things with which
they were already familiar. However, when faced with new
situations, they applied general principles and deductive
steps. It was more insightful to us to present the expeérts
with novel problems to decompile their knowledge and view the
actual problem solving activity.

DEVELOPMENT OF THE PROTOTYPE

Building an expert system - like any major systems
development exercise - can be a monumental task. However,
like any application development project, prototyping
techniques can be employed to quickly build a working model
of the final expert system. The prototype can incrementally
evolve into a complete system, effectively solving the
problem of system definition.

For any knowledge system, the issues are the knowledge
engineering, the knowledge representation and the wuser

interface. As our knowledge engineering progressed, the
knowledge representation evolved as a prototype was
developed. Both the knowledge representation and user

interface could be changed as required to suite the evolving
needs.
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We decided to implement an explanation facility into the
model. The program poses questions to the user who answers
with "YES", "NO" or "WHY". The program decides what question
to ask next based on answers to previous questions. If the
user asks "WHY", the program will explain why the question is
being asked, in the context of the user's answers to previous
questions.

The program must first ascertain that there is a problem
with the computer system. Hence, the first question the user
encounters is:

Is there a problem with the computer system? ==> YES
NO
WHY

We have partitioned the domain into three areas: the
operating system, communications and applications. The user
is asked if there appears to be a problem in any of these
areas, each subsequent question driven by a "NO" to the
previous area as follows:

Is there a problem with the operating system? ==> YES
NO

Is there a communications problem? ==> YES
NO

Is there a problem with an application? ==> YES
NO

If we take communications, for example, we try to
ascertain the nature of the problem through the use of
questions such as:

Does a cursor appear on the screen? ==> YES
NO

Is yours the only terminal with a problem? ==> YES
NO

Can you type any characters onto the screen? ==> YES
NO
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We go on to give specific instructions about how to go
into 1local or remote mode or check the configuration of the
terminal as required. If the user asks "WHY", the program
will explain the purpose of the test or the rule which caused
the question to be asked.

If none of the questions seems to be 1leading to a
specific problem area in, say, communications, then the user
will be 1led into the operating system section. Otherwise,
specific tests will be suggested and the results queried. If
all the tests are applied and the problem persists, the user
is advised to call in the actual system manager and document
the problem, symptoms and solution.

THE PRODUCT

As the prototype evolves into a product, there are a
number of areas which we must build in to be truly usable.

The first of these is the concept of payback versus ease
of performing the test. If for example, we appear to have a
"hung" terminal, we know that we can clear it by taking the
system down and performing a warm start. In an isolated
environment this may be perfectly adequate. In most
environments, however, it is a poor solution. We must pursue
a line of questioning which may get quite involved and the
likelihood of success on each individual test may be quite
remote. Hence, we need to incorporate information about the
environment in which the Expert System Manager is used, the
sophistication of the end-user and the relative importance of
the situation at hand before we can build a universal
product.

We have not, as yet built the ability for the end-user
to add to the knowledge base into the product. Although this
is relatively easy to implement, the implications of adding
potentially conflicting facts and rules into the knowledge
base are immense. We do recognize that the ability to add
site specific knowledge is critical and plan to implement
that facility with sufficient security.

The Expert System Manager contains reasonable generic
problem-solving expertise at this point. However, as the
product gains sophistication, we will have to add operating
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system and device specific knowledge to answer the increased
user demand. Once the precision architecture machines are
released, for example, users may be faced with a completely
new set of problems which the Expert System Manager should be
able cope with.

CONCILUSION

Like any new product, the Expert System Manager fills a
need and creates a new need. We will be resolving the issues
addressed by this project to bring the product to market.

What we have done is use Artificial 1Intelligence to
solve a practical problem. The problem is the scarcity of
applied expertise in a particular domain and the solution
uses MProlog to capture the knowledge of an expert in that
domain to make it commercially available.

Knowledge systems can be developed as prototypes in a
matter of months to prove the viability of AI solutions.
Knowledge or expertise can be continually added to the system
to increase its "intelligence" with no change to the program
itself. Knowledge systems can be developed as standalone
programs like the Expert System Manager, or they can be
developed as an adjunct to existing commercial applications -
sharing files and data bases to incorporate expertise into
data processing

February 1, 1987.
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1.0 Introduction

It is necessary in any software development project to have a
pre-defined methodology established that allows the developer
and management to measure the progress and success of a
development effort.

Over the past 18 months Brant Computer Services has
undertaken three expert system development projects - one for
a client and two internal projects - to develop products. All
of our development work has been in the MPROLOG language, a
modular implementation of PROLOG that is widely installed on
a number of different computer architectures. The development
work has been done on the HP Vectra (an IBM compatible) and
the source code is compatible with the implementation of
MPROLOG for the HP3000 which Brant is currently completing.

The first system Brant began working on was in late 1985 for
a life insurance company in Canada. The system was a personal
financial planning system and involved a standard 4GL
component and the MPROLOG based advisor. Brant worked with
one of the top financial planners in Canada on the knowledge
engineering phase, and since that time has entered into an
agreement to continue the development of the system and
market it as a product on the HP3000 and IBM-PCs.

The second system was an internal project from the start and
involved the development of a diagnostic expert system for
the "system management" of an HP3000 facility. Our first
iteration involved the development of a simple expert system
shell which we subsequently found incapable of handling the
representation of the problem. We are currently developing a
more specific diagnostic shell which we will then populate
with the "knowledge" of the HP3000.

The third project was the development of a prototype system
for a California based agricultural management company. The
system is designed to schedule irrigation events for farmers
growing specific crops. The system takes into account
climatic information, knowledge about the type of crop,
specific information on the fields (soil type, salinity etc.)
and management constraints to schedule a season's irrigation
requirements.
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Through our experience in the development of these three
systems, coupled with our studies of 1literature on AI
development methodologies, we are developing a set of
guidelines to be followed by our staff to help introduce them
to this new area of endeavour.

In the body of this paper we will first review some general
observations about the knowledge engineering process and the
things to look for in selecting a project that you intend to
address with a tool like MPROLOG. After this we will outline
in more general terms some of the major aspects in the
development of an expert system or knowledge-based system.

For people who are not yet familiar with many of the concepts
of AI or Logic Programming we would suggest that you read the
paper on "Logic Programming and Expert Systems" which is an
introductory paper, also in these proceedings.

2.0 Knowledge Engineering

A critical aspect of developing an expert system is the
process of knowledge engineering. A knowledge engineer plays
the same role as a traditional systems analyst, with a few
important differences.

A knowledge engineer is an individual who attempts to
discover the rules or heuristics that a human expert uses to
reach conclusions in problem solving. A traditional systems
analyst may ask a user specific questions about an
application and hope to get a reasonable answer. Knowledge
engineers are warned on the other hand not to expect a
reasonable answer and in fact not to take what the expert
says at face value.

Research has uncovered a phenomenon known as the "Paradox of
Expertise" - the more competent domain experts become, the
less able they. are to describe the knowledge they use to
solve problems!

It appears that experts use what can be called "compiled
expertise", where they may take dozens of specific rules or
conditions and compile them all down to one specific rule. It
is the knowledge engineer's task to '"decompile" this
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expertise to a form that is usable in our automated systems.
The problem is that when asked, your expert will not
recognize that some of his "rules" are actually compilations
and so will provide the knowledge engineers with inaccurate
or misleading information. In other words the expert may make
up false rules to try and explain why he or she made a
decision, because they do not know themselves.

A spin-off recommendation that quickly becomes evident from
this "Paradox of Expertise" is that you should never be your
own expert in a knowledge engineering exercise. The process
of "decompiling" the knowledge is not a process that can be
effectively undertaken by one individual on his own.

There are two main approaches to knowledge engineering; the
observational and the intuitive method:

Investigators applying the observational method don't
interrupt the expert with questions or comments during
problem solving. Instead, they analyze a transcript of
the session after the fact, possibly with the expert's
help. AI researchers have used this approach to study
problem solving by nonexperts, calling it protocol
analysis. Here the subject talks while solving a simple
problem or puzzle, the verbalizations are transcribed,
and the underlying problem- so%ving processes are
inferred from the resulting trace.

In the case of the intuitive method the knowledge engineer
gains a much deeper understanding of the problem domain
through readings in the field and interaction with experts.
The knowledge engineer then develops a set of rules that he
feels adequately represents the "knowledge" and verifies
these against the opinions or judgments of the experts. A
reversal of this process is when the expert tries to develop
the rules himself and provides them to the knowledge
engineer. The knowledge engineer then enters them into the
system and validates their effectiveness through other
experts and the success of the system.

In most real world cases the knowledge engineering process is
a combination of both the observational and the intuitive
approach.
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3.0 Selecting the Appropriate Problem

Not all problems lend themselves to expert system technology,
and a number of pitfalls and observations have been
accumulated in almost every book on the subject. In this
section we will outline a number of the most often quoted
reasons for selecting a problem, along with some observations
on potential pitfalls.

Traditional Technology doesn't work

If you can solve the problem in a reasonably cost effective
manner using traditional languages like "C" or "Fortran" - do
it! Do not waste your time and money making an AI tool do
what can already be done most effectively with a traditional
language. The converse of this is a problem that many people
get into where they decide to develop in a traditional
language because of portability or performance. Develop your
system in a high-level expert system tool so that the
solution can be demonstrated in a reasonable length of time.
One complete, you can consider re-implementing in a
traditional language if required.

Narrow domain of application

For a successful expert system, it is important that the
domain of application be as narrow as possible. For this
reason most systems work in domains where there is a finite
number of rules and relationships to ensure that the solution
does not rely on facts that lie outside of its knowledge
base. A knowledge base on fault diagnosis for a disk drive on
a computer system is limited but detailed enough to warrant
the use of an expert system. On the other extreme, an
automated psychotherapist would be an extremely bad choice
for an expert system as it would need to know a little about
the whole world to be effective. The more constrained the
knowledge domain, the more successful the project.

There are recognized experts

The experts in a field must be able to perform reasonably
well in solving the type of problems being considered. If
they do not, replicating poor performance on a computer may
not prove fruitful. The experts should use heuristics or
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"rules of thumb" in solving the problems and will probably
have a vocabulary of abstract terms and concepts. The experts
must be better than amateurs.

The task is primarily cognitive

Problems that are undertaken should be cognitive in nature as
opposed to numeric, leading to non-numeric solutions.

The task is combinatoric

The task should have lots of choices to make it interesting
and to take advantage of the descriptive as opposed to
procedural nature of the program. The process of arriving at
a solution should involve a chain of reasoning where one rule
or fact leads to the firing of a second rule or fact and so
on. If the process is actually a shallow line of reasoning on
a large number of related but unconnected factors then AI
technology does not add a lot to the process.

The problem is at the right stage of knowledge formalization

If an algorithm exists for the solving of a problem, then it
is not necessary to apply an AI methodology. If on the other
extreme no rules at all apply, then there will be no basis on
which the problem can be solved. AI can be considered if the
use of algorithms are too slow (ie: some scheduling or
planning systems) or if they do not provide sufficient
information.

Specialists agree on the knowledge

If there is no agreement on the underlying knowledge base and
rules that the system uses, then the results of the process
will be of 1little value as no one will accept the
recommendations except that group of specialists who input
the rules in the first place.

Other criteria that should be considered in the selection of
a problem are:

-The skill is routinely taught to neophytes
-Data and case studies are available
-Incremental progress is possible
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-Not a time critical application

-Freedom to fail

-Resulting system would have a high payoff
-Payoff is easily measurable

-Potential users are enthusiastic.

It should be recognized that many problems may meet these
criteria without being a full-fledged expert system
development project. These smaller systems (better referred
to as knowledge-based systems) reflect many of the strengths
of the technology without having the same level of investment
by the company. They can prove to be very adequate learning
exercises with a valuable system as the result, and set the
stage for larger projects down the line.

4.0 A General Design Methodology

Up until recently, the knowledge engineer was himself an
expert and an expert in short supply. The actual term was
coined at a point in time when the process of refining the
knowledge of a domain expert was of such a magnitude that the
term "engineer" seemed appropriate. Many of the observations
that have 1led to the outline of design methodologies for
expert systems are themselves the results of refining the
years of experience, the heuristics, of knowledge engineers.

... acquiring knowledge from experts resists linear,
one-pass techniques. Instead, knowledge acquisition and
system-building interact inseparably. Choices regarding
the desired initial capabilities determine what
knowledge to acquire first and how to engineer it for
use. Over time the knowledge base expands to support
additional capabilities, and this expansion often
strains the capacity of the initial knowledge
formulation. Thus the knowledge engineer frequently
reaches a point where future progress depends on
improved concepgualization and related reformulation of
that knowledge.

One of the basic facts of the knowledge engineering process
is that it is iterative in nature; in 4GL terms, we apply a
prototyping methodology. Since Brant has been involved in 4GL
consulting for several years with_Powerhouse, Speedware and
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Rapid we felt we could "wing it". We did rely on experts from

Logicware Inc., the developers of MPROLOG, for consulting.
assistance during our startup - something we strongly

recommend to others. Although we can all "go it on our own",

the insight of an experienced knowledge engineer can be worth

its weight in gold.

4.1 Task Suitability

As outlined in Section 3, the selection of the appropriate
task is essential to a successful project. Without 1limiting
what we discussed earlier, the main points to consider are:

- Focus on a problem area that does not require "common
sense" to solve;

- The task should be very clearly defined, and one that
is solved reasonably effectively by experts;

- Get a solid commitment from your expert, whether
inhouse or not.

4.2 Building the First Prototype

From our experience it is first necessary to familiarize
yourself with the problem domain by reading books, literature
or articles on the area, or else through extensive dialogue
with your expert.

Once you are feeling comfortable with the domain, clearly
identify and characterize the important aspects of the
problem. When the problem has been clearly circumscribed, use
the observational method to record the expert solving one or
two cases that he feels are typical of the problem area. We
addressed the area of knowledge engineering in Section 2.

Now comes a crucial stage in the project: the selection of
the appropriate tool. Many projects falter or fail because
the tool selected is not appropriate for represqnting the
domain concepts and control structure. In such| an event
change tools! Do not try to make the tool do something it is
not designed to do. A second aspect of this problem can be
that since the field itself is young, many tools are new to
the market or immature. Try and pick a tool that has a good
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track record so that you don't end up spending more time
debugging someone else's product than working on your own
project.

When the tool has been selected and the first example is well
understood, start building the first prototype. Try to have
this working within a couple of months.

Focus on a limited number of representative problems. Make
sure your system accurately handles these before branching
out. Avoid getting bogged down in problems that the whole AI
world is still struggling with (time and space relationships,
natural language, etc).

Try to keep the domain specific knowledge seperate from
general problem solving rules. Keep your inference engine
simple and don't worry about efficiency in the first effort.

Try to develop or purchase tools that will help to assist in
the rule-writing process. Many shells have such modules
included and language vendors may provide you with examples
of similar implementations.

Document the system as you would any other system. When
testing the system consider the impact of errors in
input/output and how they will impact rules or control
strategies.

4.3 Extending the First Prototype

Once you have your system working and effectively solving
your cross-section of representative problems, you are going
to want to let a number of people start to work with it. A
few design considerations can go a long way.

Be sure you have an explanation facility so that users can
review the reasoning that leads to a conclusion and the
facts that are in the knowledge base.

Some very simple "front-end" interface features will help
your users make better use of the system. Don't expect to
train everyone on the "vocabulary" of your system.

Provide a mechanism for the users to record their comments or
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complaints if the system dosn't work. Quite often

observations about the accuracy of the rules of the
effectiveness of the system will not be recorded unless you
are standing over their shoulder or such a facility exists.

Keep a test library of cases so that you can test against
them as you continue to refine the system.

It is important to keep the expert "onside" during the
process. Keep him sheltered from the technical problems but
involved in such aspects as designing the interface.

Be careful that in all you have learned you don't start
acting like the expert yourself and become challenging. Quite
often, having built in a line of reasoning the knowledge
engineer may become "protective".

4.4 Building the Second Generation of the System

Throw away the prototype. The purpose of the prototype was to
refine the rules into machine utilizable form and gain a
better understanding of the domain. This has been
accomplished so don't saddle yourself with the mistakes from
the first design.

Begin to consider questions of generality of problems and the
ability of the system to respond effectively. Performance
should become more of an issue with larger production
systems.

Decide who the real users of the final system will be and
make sure that the system I/O will feel natural to them. What
may have been sufficient for yourself and the expert may
scare others away.

4.5 Evaluating the System

Early in the process you should confirm with the expert how
he would evaluate the system to determine whether it was
useful. Does it match with what you are try to have the
system accomplish? Are you solving a problem that will be of
value to your users, or will it become self-evident after the
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first few times they use the system?

As an aside, in one documented knowledge engineering
exercise, it was discovered that the expertise of one
company's expert could be refined down to about twenty rules.
Although an exception, in that case the expert was devastated
and quit.

The user interface 1is crucial to the acceptance of the
system.

5.0 Summary

Rather than attempt to design a flowchart that shows arrows
going from knowledge engineers to experts to prototypes and
so on, we have tried to outline many of the general concerns
that are part of the "methodology" of developing an expert
system. If your firm already has standards for documentation
and reporting, they will probably be applicable with 1little
modification.

The most important fact to remember is that although expert
system development is not "research lab material", it is
inherently experimental at this point. Take the time to
familiarize yourself with several other systems and projects
before you get underway. This is one of those occasions where
front-end study and reading will pay dividends overall.

January 1987
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1.0 Introduction

This paper 1is intended to provide an executive summary or
overview of Artificial Intelligence (AI) in general and Logic
Programming in particular. I have attempted to provide
enough detail and examples to make the paper meaningful while
at the same time keeping it geared to an introductory level.

Sections 1 and 2 are a short overview of AI and a capsule
history of the field. 1In section 3 we will take a quick look
at AI programming, some myths and some observations about
this new technology. Included in this discussion will be a
mention of the pros and cons of LISP versus PROLOG as the two
primary development languages in the AI world.

In section 4 we will take a look at the knowledge acquisition
process and try and differentiate between the role of a
systems analyst and a knowledge engineer. Section 5 reviews
a few of the specific expert system projects Brant is
involved with and the final few sections discuss the AI
marketplace, and HP's positioning in that market.

2.0 Overview of Artificial Intelligence

Artificial 1Intelligence is not a new field - it has been
around since the 1950's when people like Dr. Marvin ' Minsky
helped found the first Artificial Intelligence Laboratory at
MIT. Since that time thousands of researchers in dozens of
universities have added to the research effort. Although the
field is not new, what is new is the perception of commercial
readiness of certain aspects of the technology, namely expert
systems.

For the first decade, AI research appears to have been down
what proved to be a blind alley. This effort attempted to
create a hardware/software "thinking machine". It was felt
that once we discovered how a person thinks, we could put
this "thinking algorithm" into a computer. We could then
provide it with information and it could "think" out the
answer. The search was on for a general problem solver, a
thinking machine. The search was unsuccessful.

By the mid 1960's, recognizing that the attempt to create a
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general problem solver was not going to be successful in the
short term, researchers tried a new tack - to try and create
a program that could emulate a human expert in a limited
domain of knowledge. The first major expert systems were
born in the late 1960's.

DENDRAL was an expert system designed to help determine the
structure of chemical compounds based upon analysis of the
components of the molecule. MACSYMA was a second expert
system started shortly afterwards that was designed to solve
symbolic mathematical problems, much as we did in algebra
back in high school. 1In both cases, however, the difficulty
of the problems is substantially greater than a high school
level. Both of these expert systems are in routine use today.

When people discuss AI, confusion tends to arise as a result
of the various aspects of the field - in the same way that
the dquestion "What is computer programming?" could be met
with answers ranging from machine-level programs to
applications programs, with a world of possibilities in
between. In the field of AI answers are further complicated
by the fact that the linguists, the psychologists, the
philosophers and the computer scientists working in AI all
have different perspectives. Some of the application areas
under study are:

- expert systems

- natural language understanding

- automatic programming

- learning systems

- perception and vision recognition
- robotics

When we discuss whether or not any of the existing AI systems
are truly "intelligent", all of the experts, the AI gurus,
disagree. Some feel that we can already emulate intuition
and human intelligence in some areas. Others, like Minsky,
feel we are probably fifty years from machine intelligence
and must first teach machines things like common sense and a
sense of humour.

I will not take sides in the argument, nor do I feel it is
that important. Most of us have enough trouble determining
if there is intelligence in many people, let alone machines.
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What is important is that whether intelligent or not, we are
developing a new style of software that in some ways emulates
human "thinking". There appears to be little doubt that the
impact of this new type of software will be substantial.

Now let's take a look at some specifics about AI programming.

3.0 AI Programming

Although it is obvious that there must be differences in AI
programming (else why the hype?), there are obviously as many
myths about AI. In this section of the paper, we will
initially discuss several basic issues concerning AI. From
there we will go on to discuss some specifics of AI
programming and how it is advantageous.

First let me emphasize that AI programming is, most
importantly, programming. You have a language, wusually
either LISP or PROLOG, and you develop programs. The
programs we will be discussing are intended to solve certain
types of problems - problems that are usually solved by
someone in your organization with specific types of
expertise; an expert in his field.

Second, although AI is often called fifth generation and
PROLOG and LISP specifically called fifth-generation
languages, this is a bit of a misnomer. LISP was invented in
the 1950's, around the same time as FORTRAN. It processes
symbols rather than data, but other than this qualitative
difference, they are both of the same basic "generation" of
programming tools. PROLOG was developed in the 1970's and
may be more equivalent to a 4GL like PowerHouse or SPEEDWARE.
Although fourth-generation languages were or are supposed to
replace third-generation languages, symbolic processing is
not designed to replace 4GL's.

In fact, one of Brant's current projects is the development
of a Personal Financial Planning System in conjunction with a
leading financial planner in Toronto. This system is
actually composed of two parts: a conventional 4GL financial
model developed using SPEEDWARE and an Expert System
Financial Advisor that incorporates the financial planning
expert's Xknowledge of how best to manipulate the model. We
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are in effect applying the strong suits of a 4GL language to
those aspects of the problem which are algorithmic in nature,
and using Brant's MPROLOG product for the expertise-based
aspects of the system.

Third, 1let me point out that any program that can be written
in MPROLOG or a 5GL can be written in a traditional language
like COBOL. 1In fact, MPROLOG is written in the "C" language
on the HP3000. With this in mind it stands to reason that
anything written in MPROLOG on the HP3000 could be written in
llcll .

Most AI programs are a series of rules and facts expressing
the relationship between any number of things in a problem
domain. The rules express these relationships in simple
forms:

Rule 1: The computer won't work if
there is no power.

Rule 2: The computer won't work if
the power supply is cut off.

Rule 3: There is no power if
the on/off switch is turned off.

Rule 4: There is no power if
the cord is not plugged in.

Rule 5: There is no power if
the building's power is out.

In creating a diagnostic program to determine why our
computer won't work, we put in a series of rules that outline
relationships. MPROLOG will then sort and order these
relationships, much as you might structure them in an
ordinary program.

Let's take a look at some specific examples.
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3.1 Dealing with Complex Relationships

In an effort to outline a few of the areas where AI
techniques and tools are advantageous, we will look at a few
examples. First let us consider a situation where a
relationship exists between several conditions. The example
we will use is that of a program to determine if an
individual is eligible to receive a personal loan. Let us
assume that the factors that are considered in a 1loan
application are the amount of the loan, monthly payments,
income of the individual, security of the loan and stability
of the individual.

In MPROLOG we may have:

eligible (name, amount, payment, income, security,
stability) if

capable payments (amount, payment, income) and

loan size OK (amount, security) and

stability OK (stability).

Each of the relationships to determine stability and the
capability to make payments may in turn be a function of
other factors or rules. We may have a query on our program
of the sort:

?eligible(Shawn, 5000, 300, 2000, 0, none).

This query is asking if Shawn is eligible for a 1loan of
$5000.00 with payments of $300.00 per month if he makes
$2000.00 per month, has no security for the loan and is an
unstable sort.

At this stage, we have seen very little that couldn't be
easily accomplished with any other languages. Now let's try
a few other inquiries.

?eligible(WHO, 20000, _ , _ , _ , _ ).
This inquiry would give us a response of anyone who is
eligible for a $20000.00 loan. Another example query might
be:

?eligible(Shawn, HOWMUCH, 300, 2000, 0, none).
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This inquiry would tell us how much of a loan Shawn would be
eligible for, given that he only wanted to pay $300.00 per
month and the other personal information is the same.

The important thing to recognize is that once the
relationship has been defined, each of the different types of
inquiries all use the same code - instead of having to write
a routine to calculate the size of loans people are eligible
for and a routine to list groups of people eligible for
certain types of 1loans, or just to confirm if someone is
eligible or not.

In effect, every argument in a relationship may or may not be
defined. This means that achieving the same degree oﬁ
flexibility in a traditional program would require 2

routines. Obviously not every real world situation requires
this degree of flexibility, but given a complex situation,
the advantages become clear. In our example above, 64
separate routines or procedures would be required to
accomplish the same effect as our one relationship in
MPROLOG. In other words, you must think out all 64 routines.

3.2 Dealing with Complex Inter-Relationships

A second aspect of the strength of AI languages is the way in
which we can handle a series of complex inter-relationships.
Let's take a look at another example.

Consider the following relationships:

C is true if A is true and B is true or
C is true if D is true and E is true
A is true if E is true and G is true
B is true if C is true and D is true
J is true if B is true and K is true
H is true if J is true and E is true
I is true if H is true and B is true

Given that D, E and K are true, is I true?
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In a traditional problem-solving style, we would work out the

relationships and develop some form of "tree-like" structure
such as:

S IO O

c

We would then encode this "solution structure" into our
program in a series of structured IF/THEN's, LOOPS or
whatever appeared necessary to best address our problem.

Now consider the problems we may encounter if we increase the
number of relationships (we only have seven listed), if a
relationship needs to be removed (say the relationship of H
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to J and E) or we need to be able to solve to find any of the
ten conditions at any time. As we can perceive, with any of
these scenarios, the complexity of our program would increase
dramatically as would problems of maintenance.

To write the same program in MPROLOG, we would have:

true (c) if true (a) and true (b)
true (c) if true (d) and true (e)
true (a) if true (e) and true (9)
true (b) if true (c) and true (d)
true (j) if true (b) and true (k)
true (h) if true (j) and true (e)
true (i) if true (h) and true (b)

true (4)
true (e)
true (k)

Our inquiry would take the form:

?true (i)
YES
?true (9)
NO

To add new relationships or remove them, we simply add or
delete that 1line of code. The order of the relationships
does not matter, nor which condition we are searching for. In
effect, we define the problem as opposed to the solution. We
let MPROLOG automatically create our "tree-structure" and
work out the inter-relationships. We do not need to worry as
we add and delete new relationships.

3.3 Knowledge Trees and Heuristic Search

We seem to have described a system that will automatically
generate a tree structure according to the relationships and
allow us to traverse it, but what does this mean? There are
other forms of decision support tools that use binary trees
and there is no "magic" to them.

The qualitative difference with our Prolog system is not in
the underlying tree but in how we traverse it. Picture a
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tree that becomes so large, with so many possibilities and
permutations that passing through takes substantial time and
resources. It is at this point that we introduce the concept
of search techniques with backward chaining, forward
chaining, breadth first search, depth first search, applying
weights or probabilities to events and any number of other
methods of searching a set of facts.

We also apply "rules" or heuristics - much as a human would -
to cut down the search space, rather than try every
possibility. If we are trying to leave a room, we do not try
the floor, the ceiling and the walls; we locate a door or
window, 1locate a latch or knob, etc. Humans have rules that
permit shortcuts rather than undergoing an exhaustive search
for possibilities.

3.4 How do I know what is happening?

One of the obvious things about an AI program is that it is
designed to automate an area of expertise that is not
"obvious" in content, else we wouldn't call the person who
does that Jjob an expert. With this in mind and given the
examples we outlined above where a small piece of code can be
used 64 different ways, how does a programmer know what his
or her program will do? The answer is, he doesn't.

Al programs are designed to address real-world problems with
non-obvious answers, so we must expect that once an AI
program reaches a certain level of complexity, your
programmers will not know what the system will do. Experience
with some of our own projects has demonstrated that with as
few as half a dozen relationships and a few variations of
each, you will be surprised at some of the ways that your
system will react.

This raises two key issues concerning AI programming. First,
if you don't know, you ask your program "WHY?" Unlike
traditional programs where you know it is doing a process or
procedure because you told it exactly what to do, in AI
systems we don't know. The solution is that your expert
system can be coded in a manner so as to allow you to ask WHY
at any stage, and the system will outline the rules that it
used to reach its conclusion.
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In our previous example using the computer for instance, you
may tell the system that your HP3000 won't work. It may
respond with: "Check to see if the on/off switch is turned
off", If you ask it "WHY?" it would respond:

Because - Rule 1: The computer won't work if
there is no power, and

Rule 3: There is no power if
the on/off switch is turned off.

A second benefit of this ability is that it exemplifies the
value of AI as a training and educational tool. 'The fact is
that when your company encodes the expertise of someone in an
AI system, this expert system can be used both in production
and in training 1less experienced people, if you wish to
design your system to do so.

3.5 LISP versus MPROLOG

In Brant we still have "discussions" among many of our people
as to the advantages and disadvantages of COBOL versus
fourth-generation 1languages. A similar argument exists in
the AI world between LISP and PROLOG users.

People wishing to develop applications in AI have three
choices: one of the two base languages, (LISP or PROLOG), or
what are called expert system shells. Expert system shells
are partial expert systems already in place, where you drop
in the specific rules you want and have a working expert
system in less time and at less cost for man hours than with
the base language.

According to the March issue of a newsletter entitled
Artificial Intelligence Markets (AIM) published in the United
States, ‘"several high end language vendors reported the
return of customers who went off to buy expert system
development tools to AI language products because they found
the tools inadequate for their needs. Since sixty to seventy
percent of high end AI language customers are Fortune 1000
firms or the federal government (as opposed to universities
and AI companies), this is not a trend to sneeze at."
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Accordingly, we will leave this discussion focussed on the
two AI 1languages and leave discussions of the tools to
others. In a tutorial on PROLOG presented at the
International Joint Conference on Artificial Intelligence in
August 1985, Dr. William Kornfeld pointed out several
"cultural" and practical differences between LISP and PROLOG,
namely that LISP is all-inclusive, has complex semantics and
hence a large manual that can be confusing. PROLOG strives
for simplicity, doing a number of things very well, such as
symbolic structure manipulation and processing facts, and
consists of a few well-chosen constructs. In a practical
sense, LISP has a few features PROLOG does not, 1like
destructive assignment and structure manipulation, iteration
with DO's or LOOP's and global variables. PROLOG has logical
variables and efficient procedure calls that make the
programs clearer and easier to understand, at the expense of
some generality.

Again, according to the AIM newsletter, "We think LISP will
evolve into a systems manager language - system management
functions will be in LISP, and they will be layered between
the operating system and the applications. PROLOG and other
languages (including conventional languages) will serve as

secondary, application languages which will be called from
LISP."

By no means is this intended to resolve any debate, but
rather it is intended to outline some of the issues and where
things appear to be heading. Brant at this time is only
involved in application work with MPROLOG.

4.0 The Knowledge Acggisition‘Process

An important aspect, actually a critical aspect, of
developing an expert system is the process of knowledge
engineering. This is, in effect, the new name that we give to
systems analysts to confuse things. A Kknowledge engineer
plays the same role as a systems analyst, with a few
important differences.

A knowledge engineer is an individual who attempts to
discover the '"rules" that a human expert makes to reach
conclusions in problem solving. A traditional systems
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analyst may ask a user specific questions about an
application and hope to get a reasonable answer. Knowledge

engineers are warned on the other hand not to expect a
reasonable answer and in fact not to take what the expert
says at face value.

Research has uncovered a phenomenon known as the "“Expert
Paradox": the better your experts, the worse they will be at
describing how they make decisions. It sounds like a Jjoke,
but unfortunately it is true.

It appears that our "experts" use what can be called
"compiled expertise", where they may take dozens of specific
rules or conditions and relationships which they look for in
a specific instance, and compile them all down to one

specific rule. It is the knowledge engineer's task to
"decompile" this expertise to a form that is usable in our
automated systems. The problem is that when asked, your

expert Wwill not recognize that some of his "rules" are
actually compilations and so will provide the knowledge
engineers with inaccurate or misleading information.

The selection of a capable knowledge engineer is a crucial
part of the expert system building process. There are many
good books describing knowledge engineering and expert
systems, a few of which are listed in the bibliography of
this paper.

5.0 Expert Systems

Having belaboured what AI is all about, some aspects of how
it operates and some discussion of the tools we can use, it's
about time we got down to why and where you use it. Why
develop an expert system and how is it different?

Rather than trying to provide infallible rules of thumb, I
will review briefly some of the projects currently underway
at Brant and a few we have been discussing with clients and
other prospects. I will attempt to outline why an expert
system was the best solution and to what point each project
has evolved.
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5.1 Personal Financial Planning System

In December of 1985, Brant was approached by one of the top
financial planners in the Toronto area in conjunction with a
Canadian insurance company to create a personal financial
planning system. The system was intended to allow the
insurance company to provide a standard high 1level of
personal financial planning to the customers as part of their
service. The software would ensure certain levels of depth
and professionalism in the analysis.

After meetings with the financial planner, it was discovered
that there were two aspects to the system. First, the
planner had developed a financial model that generated cash
flow projections for the individual up to and after
retirement. The model was comprehensive and "algorithmic" in
nature, so could easily be developed using a conventional
language. We selected SPEEDWARE, a 4GL that would allow us
to deliver the solution on either HP3000's or Vectras with no
problen.

The second aspect of the system involved the manner in which
the financial planner manipulated the variables in the model.
This would include factors like retirement age, return on
investment, risk tolerance, portfolio arrangement and much
more. We  discovered that the planner used such
considerations as "Who appeared to be the decision maker on
investments?", "Who is the primary breadwinner?", "Who
appears more knowledgeable?" and a myriad of other factors in
determining a family's overall risk tolerance on investments.
Decisions as to whether the client would react more
favourably to retiring 1later at a desired income 1level
instead of retiring when he wanted to with less money, were
all decisions made from a large number of what we called
"soft facts".

This part of the system has been written in the MPROLOG
language, a product developed by Logicware Inc. in Toronto
and distributed on the HP3000 by Brant. Like SPEEDWARE, this
language is available on the HP3000 and the Vectra, allowing
us to deliver a total system on both micros and 3000's. This
Planning Advisor is the '"expert system" that has been
developed by Brant to complete our Financial Planning System.
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5.2 Expert System Manager

Brant currently has thirteen HP3000 computers in our various
offices with operators and system managers in the necessary
offices. In a number of instances we have had to bring a
senior systems manager to a specific project, leaving more
junior support people in charge of a facility.

When certain problems arose (as they inevitably do), the
operators in an office would call their systems manager who
was somewhere across the country, and resolve the problem
through a long-distance dialogue. After witnessing the
process of question and answer strategies to resolve problems
remotely, we concluded that this was an ideal example of an
"expert system" with a live expert. As an internal project,
we undertook the development of a 1limited expert system
manager for the HP3000.

5.3 Irrigation Event Scheduler

In conjunction with a firm in Fresno, California that is
acting as a beta site for MPROLOG, Brant has developed a
prototype "Irrigation Event Scheduler". Professional
Agricultural Management (ProAg) provides specialized
management consulting to farmers in the San Joaquin Valley on
such things as irrigation scheduling, fertilizer application,
pesticide application, crop rotation and more.

In some instances, decisions are reached through an
algorithmic application of soil measurements, climatic data
and historical tabled information, but at the same time,
judgement calls on crop vigour, irrigation method, management
constraints require that schedules be "revised".

Our prototype system combines the algorithmic considerations

and "soft factors" to arrive at a preferred irrigation
schedule for a specific field.

5.4 Other Expert System Projects

At this time (January, 1987), Brant is involved in a number
of major conversion projects. One aspect of the application
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of AI that we are currently studying is its use in writing
software program conversion systems.

When we convert one version of COBOL on a foreign
architecture to the HP3000, we are in effect going from one
language to another, or more accurately between two versions
of the same language. In so doing, we are "processing
symbols" or in this case, our program syntax.

Although we have not yet implemented any conversion tools,
discussions with Logicware, 1Inc. of Toronto, Canada have
indicated the achievability of some distinct advantages using
this approach, based on their own development of convertors
between different versions of PROLOG.

Another area where a number of feasibility expert system
prototypes have been developed is in the Risk Assessment
area. Specifically, some of the major banks in Canada have
been looking at commercial loan risk assessment systems that
would allow some degree of consistency in the processing of
loan applications. The prototype captures many of the
factors that the banks' top loans evaluators use in assessing
an applicant, including management competence, business
environment and marketing ability, as well as standard items
like the balance sheet. For large commercial loans in excess
of $5 million, this process also ensures that the branch will
address all issues prior to referring the application to head
office.

There are hundreds of existing applications already in use
and, as we are all aware, substantial amounts of effort going
on behind the scenes. With all of the information that has
been published, I will not prolong the discussion on this
point.

6.0 The AI Marketplace

Of interest to all of us must be the rate at which this
technology is impacting the marketplace and the "real world".
The two major indicators that are available from various
market research studies on AI are the dollar volumes of
products on an annual basis, and the number of "units" that
are delivered, given that the unit price of AI products will
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be dramatically declining, much as is true for
micro-electronics in general.

In many areas, we can expect that "intelligence" will be
built into other products and will not be covered by the
studies outlined herein. As an example, if intelligence is
built into an electrocardiogram, it would not be included in
the AI marketplace, but rather is a byproduct. The magnitude
of this secondary market is difficult to discern at this
time.

According to a report Dby Frost & Sullivan entitled
"Artificial 1Intelligence Products", printed in the January,
1985 issue of Computing Canada, the hardware, software and
services marketplace for Artificial Intelligence nearly
doubled from $181 million in 1984 to $342 million in 1985. It
is expected that it will double again by 1987 to $665 million
and will reach a total of $1.6 billion by the end of the
decade.

Of this $1.6 billion, 50% will be software products, 30%
hardware and the balance services. The software component
will be comprised of 20% natural language software that will
be popular on mainframes and personal computers, due to the
higher proportion of novice users. Expert systems are
expected to comprise 35% of the total software sales, 31%
will be AI languages and the balance will be AI applications.

More important than the growth in dollars of the marketplace
is the fact that as hardware prices continue to drop, more
units can be expected to be delivered, 1leading to a
projection that "the AI market will multiply by a factor of
40 between 1984 and 1989".

According to a projection on AI languages specifically by
Artificial Intelligence Markets, between 1985 and 1990 we can
anticipate a growth in sales from $32 million currently to
$226 million in 1989. This agrees relatively closely with
the Frost & Sullivan study (see Table 1). During the same
period, the number of shipments of AI language packages is
expected to grow from 5,000 in 1985 to 50,000 per year by
1990.
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Frost & Sullivan

1985 1990
Expert Systems 280
Natural Languages 160
AI Languages 248
Applications 112
Total Software 137 800 484%
Hardware 85 480 464%
Services 120 320 167%
Total AI 342 1600 368%

Table 1: Growth in mil's of the AI Marketplace, 1985 to 1990

7.0 HP and the AT Way

In this paper for the Hewlett-Packard users group, we would
be remiss if we did not do a quick review of what is
happening in the HP world in particular.

To begin with, 1let me say that HP probably made the most
impressive showing in the 1985 International Joint Conference
on Artifical Intellegence held in Los Angeles, and had one of
the larger vendor presentations at AAAI in Philadelphia in
August of 1986. From a totally non-participatory role in
previous years, HP has become one of the top two or three
vendors with their new HP9000 Series 300 AI development
environment.

This hardware and software environment, running under HP-UX,
amazed many attendees at the conference with its quality,
thoroughness and presentation. HP released the new 9000
system with a full LISP development environment complete with
expert system shells, tools and more. By any standards the
offering was impressive and HP's commitment to the AI field
notable. A PROLOG language was implemented in conjunction
with a Third Party from Switzerland in 1986, which "sits on
top" of HP's LISP environment.
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Oon the HP3000 there has been a noticeable lack of attention
to the AI field, primarily because most people saw the
potential for AI in the engineering and technical environment
as opposed to the commercial world. For the past few years,
the only AI tool available was a version of LISP from Robelle
in British Columbia that provided a learning tool, but which
was not robust enough for a proper production environment. I
strongly recommend that anyone interested contact the people
at Robelle.

Because of the lack of tools and rumblings of interest from
commercial users, Brant entered into an agreement with
lLogicware Inc. to port their MPROLOG development environment
to the HP3000. At the time of this paper, the port is
complete and should be in beta by February of this year.
Because MPROLOG runs on the Vectra, application code will be
transportable between IBM-PCs and the HP3000. Brant has been
able to commence work on our expert systems prior to having
the interpreter on the HP3000. MPROLOG will be written in
"C" on the HP3000 using the C.C.S. "C" Compiler.

Of specific interest to Brant has been the role of AI on the
Spectrum, and although definitive statements have not been
forthcoming from HP, the rumour mill is churning up good
things. In the July issue of High Technology magazine, 1Ira
Goldstein, director of the Distributed Computing Center at
HP's 1labs in Palo Alto, was quoted as saying: "You want
machines that can do symbolic computing, but not at the
expense of conventional computing...and that's where HP's
forthcoming Spectrum line is a step in the right direction.
The new computers will have a large address space, a Kkey
requirement for knowledge-intensive AI programs as well as a
large number of storage registers, which can hold functions
commonly used by the LISP language. Perhaps most
importantly, the Spectrum computers are designed to support
coprocessors of different types. Many observers believe that
the hybrid machine of the future will have general purpose
and LISP microprocessors working together to run the numeric
and symbolic portions of mixed applications!"

Hardly a lot to go on, but based on the smiles of many of the
people in the HP 1labs we feel optimistic that HP's new
precision architecture will lead the way for those interested
in this new technology.
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8.0 Conclusion

It's hard to apply a moral to the story, but I do hope this
paper has been successful in providing those interested in AI
with a 1little more insight into some of the issues in this
area.

This paper has been geared to people new to the field and
thus does not address some major areas. For others with more
specific interests or inquires, we at Brant would be more
than happy to talk with you.

January, 1987
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1.0 Problem Description and Overview

This paper discusses a financial planning package developed
by Brant Computer Services that combines 4th and 5th
Generation Languages in a financial service oriented expert
system.

The mandate from our ~client, an experienced financial
planner, was to design a micro-computer based system that
provides two distinct yet integrated functions:

1) A package that stores the client's personal and
financial data. Once the data is in the system, it
must be formatted into the necessary financial
statements, schedules and accompanying calculations
intrinsic to the financial planning model.

2) The capability to provide recommendations based
on quantitative and qualitative information about
the client being evaluated. The knowledge required
to make these recommendations originates from the
financial planner and this knowledge is represented
to the expert system.

The interesting implications of this project stem from the
practicality and feasibility of expert systems in the
financial services sector and the degree to which important
business and financial decisions can be formalized into a
computer based system. Related to this issue is the question
as to whether the system can be economical, user friendly,
and portable.

Secondly, the attempt to deliver a system for production use
which is a hybrid of an artificial intelligence program and a
conventional fourth-generation language program has proven to
be a challenging and exciting process.

2.0 Design Approach and Analysis

Initially we defined the two distinct functions of the
system. As mentioned in the introduction, one component of
the package involves data capture, reporting functions, and a
modelling capability. These tasks are typically



A

HP 3000
INTERNATIONAL CONFERENCE Al04/3
VIENNA 1987

D)

straightforward and formalized and they must be carried out
by the financial planner in order to make strategic decisions
based on the financial and attitudinal attributes of the
client. To put it more simply, this is the 'front end' of the
financial planning process: the accumulation and integration
of the client's financial information.

The second (and more elaborate) function of the system is the
'expert' capability that involves the integration of both the
quantitative and the qualitative factors in the financial
planning process (more about this later). This functionality
implies a less tangible process than the one that occurs in
the front end section. However, a similarily formalized
procedure is required on the expert side although the
decision criteria and considerations for the expert process
are broader and involve factors that are very subjective.

Our aim here is to let the financial planner provide the
rules and reference points to the expert system so that the
expert system can supply valid strategies for the client to
follow. Herein 1lies the obvious challenge in this type of
project: the formalization of the complex and seemingly
non-procedural processes and the duplication of these
processes on a computer based system.

The identification of the 'front end' and the 'expert end' of
the system gave us a starting point in the design of the
system. By determining the data requirements for the
reporting functions and the higher level processes, we were
able to design the 'front end' section of the system.

2.1 System Specifications

The system front end was designed to handle data entry,
reporting and modelling functions. The primary functional
requirements of this system were defined from a number of
sources. Primarily, our client provided us with samples of
the input documents for his clients as well as sample plan
presentations. The client was generating the bulk of his
reports and schedules through a LOTUS 123 spreadsheet.

Oon top of this, we received a number of plan presentations
from other financial planning services. The exposure to the
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various planning approaches and presentations enabled us to
extract the common requirements of the different planning
philosophies.

We attended a financial planning conference and paid
particular attention to the different planning software
packages that were being promoted at the conference. Our
emphasis here was on the capabilities and user friendliness
of these packages.

Critical to our analysis was the extensive amount of time
spent with our client on the financial planning process in
general. We did have access to a broad range of financial
planning material so that we were able to get an idea of the
amount as well as the nature of the information involved in
the financial planning process itself.

The formalization of the planning process was achieved by
sitting down with our client, extracting his knowledge, and
formulating a set of rules to guide the expert system. This
'knowledge engineering' involves refining the expert's
knowledge into a series of relationships and conditions that
can be utilized by the expert system. It is this information
that guides the decision process.

3.0 The Financial Planning Process

Before describing our particular model, I will briefly
discuss the financial planning process in general.
Essentially, this process involves the assimilation of all
the aspects of an individual or family's financial and
personal status. With this information, the planner devises a
methodical strategy whereby the client can achieve his/her
specified 1level of financial independence. This sounds
relatively straightforward, although it will become apparent
later in this paper that the process is complex and involves
many variables.

Currently, the financial planning industry is unregulated and
fragmented. Financial planning, unlike other financial
services such as accounting, does not enjoy a uniform,
standard methodology. Depending upon the financial planner
involved, the quality, method, and philosophy behind the
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planning does vary. On top of this, financial planning
services may be industry driven (the service may be an arm of
a financial institution such as an insurance company or
investment dealer) or product driven (the planner favours a
particular investment vehicle).

The purpose of this paper is not to perform a critical
analysis of the industry but rather to highlight the fact
that there is a need to standardize and define some of the
universal requirements of financial planning. One objective
in designing a package such as this is to provide a front end
to the expert side of the system that is relatively devoid of
one particular approach. In other words, the facts and
information that are supplied to the expert system should be
unencumbered by a particular planning philosophy and the
expert system should not be constrained by a limited amount
of information about the client.

3.1 The ROGI Model

The philosophy behind the Rate Of Growth on Investments
(ROGI) model is simple and easy to understand. The aims of
this model are as follows:

1) determine client's current financial status.

2) determine future capital requirements and
objectives.

3) using a strategy of savings and return on
investment, enable the client to achieve the
targeted financial goals within a time frame that is
both suitable and realistic for the client.

The key philosophy behind the ROGI model is that the
achievement of the client's financial objectives take into
consideration several of the aspects of the client's
financial and personal status. This means that the optimal
strategy involves accounting for asset management, cash flow,
investment planning, estate conservation and distribution,
and the client's attitudes toward financial independence and
lifestyle.
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3.2 ROGI strategies

In the ROGI model, the client's future capital requirements
are laid out in such a way as to.enable the planner and the
client to relate the client's specified financial target to
the client's current financial status. If the client is
already on a path that will allow him or her to achieve the
desired financial goals, it is unlikely that the individual
is in need of a financial planning service. If, on the other
hand, the client must alter current savings, portfolio
performance or retirement expectations, then a strategy must
be devised to enable the client to achieve the target capital
pool at retirement.

PRESENT ============-- —— -> FUTURE STATE
Future
Current --> STRATEGY -=-> Capital
Status Requirements
I |
v v
- Net Worth - Outstanding
- Asset Positioning Capital Outlays
- Cash Flow - Target Retirement
- Debt Structure Inc?me
- Portfolio Performance = Retirement Age
- Value of Pensions - Retirement Length
- Insurance Coverage - Long Term
Inflation

- Long Term Return
on Investments
- Tax Rate

STRATEGY
X\ </

Level of Savings &
Return on Investment

’\\
Client Attitudes &
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Looking at the diagram on the previous page, we can get an
idea of the types of considerations that come into play in
the planning process. The front end of the system will
provide the planner with the storage of the data, reports
required from the hard data and the impact of the predictive
data on future capital requirements.

The ability to assess the impact of the predictive data is
what I have referred to as the modelling function of the
front end of the system. By modelling, I mean that by
manipulating certain variables (they are quantitative) the
planner can see the resulting sensitivities on the capital
requirements of the client's financial goals. This is
important since there is not necessarily one optimal savings
and investment rate, and the planner must be able to
determine the impact of alternative scenarios on the client's
future capital requirements.

With the client's current status and projected requirements
in hand, the planner and the client can get an initial
impression as to the viability of the client's goals. The
planner can begin to see how the client's current cash flow
and portfolio fit in with the level of savings and investment
that will lead to the desired retirement income.

OPTIMIZE OPTIMIZE RETURN

SAVINGS ON INVESTMENTS

1. Earn more 1. Increase Risk

2. Spend Less 2. Investment Education
-budget 3. Professional Management

-restructure debt

-alter living standards
3. Taxes

-shelters

-deferral strategies

Given that a client has specified a retirement income and
this is translated into a target capital pool, an optimal
savings and investment return are required. How are these
levels determined? Obviously, the client's projected cash
flows and portfolio performance are determinants. On top of
this, the client has certain attitudes, opinions and biases
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that prevent particular combinations of savings and returns
on investments from being viable planning strategies for the
planner's client.

What are these constraints? These are considerations in the
planning strategy that are not purely economic or
quantitative. For example, the planner may recommend a target
savings 1level for the client to follow that is within the
realm of the clients cash flow. The client, however, may find
this savings level unacceptable in that it reduces his or her
immediate standard of living to a level that does not justify
the purpose of the savings plan. In the same manner, a
suggested portfolio performance may be rejected by the client
on the grounds that it implies a risk tolerance above that of
the client. Or the planner may recommend a restructuring of
assets to increase liquidity that the client cannot accept
because the asset in question has a 'sentimental value' to
the client.

4.0 The 4GL Component

The previous discussion has given an indication of the
considerations involved in the financial planning process.
Despite the repeated warnings about the intangibility of much
of the data, there is obviously a need for a variety of
financial statements and reports based on quantitative
information. An objective of the 4GL component of this
package is to integrate information and give a profile of the
client's financial status.

Oon the asset management side, the key reports to be produced
are statements of net worth, asset positioning, and the
portfolio performance of the the client. Specifically, the
net worth information relates the debt/equity aspect of the
client's holdings. Asset positioning gives a breakdown of the
types of assets held by the client (personal, invested
capital, tax shelter etc.), as well as the liquidity of the
assets. The portfolio profile is useful in determining if the
individual is adequately diversified and has a portfolio that
is in 1line with his or her comfort level with regards to
safety of capital. The portfolio profile can also indicate
how each component of the portfolio is performing relative to
the portfolio as a whole.
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Cash flow reports indicate to the planner the ability of the
client to reduce current debt and to increase the client's
net investable capital. When determining an optimal savings
level for the client, the planner must have a good feel <for
the client's discretionary cash flow from the present time to
retirement or financial independence.

Referring to the diagram on page 4, the asset and cash flow
reports profile the current status of the client. The future
capital requirements of the client are calculations that are
based on a combination of the client's needs in the future as
well as certain predictions about 1long range economic
conditions such as the rate of inflation, the «client's
nominal return on investments, tax rate on retirement income
etc. Other factors to be determined include years to
retirement and the length of retirement.

These financial and future requirement reports are the basis
of the planning process. The client's attitudes and
characteristics may have a large impact on the particular
strategy devised for the client, yet these qualitative
characteristics are meaningless if the economic circumstances
of the client preclude a realistic chance at attaining the
client's objectives. In other words, before the planner can
be concerned with all of the considerations of the planning
process, he or she must have the basic financial profile of
the client in order to determine a realistic financial
objective for the client. This relates back to the statement
that while the 4GL is providing the ‘'less glamorous'
component of this package, the overall efficacy of the expert
system will be proportional to the quality of the information
it is accessing, as well as the rules that make it up.

4.1 Modelling

The planner and the expert system require the capability to
determine the impact of various strategies and manipulations
on the client's future cash flows, capital requirements, and
portfolio performance. Given that a particular savings level
and return on investment are not feasible for the client, the
planner will investigate the viability of various savings
levels, returns on investment, retirement parameters,
investment vehicles etc... The impact of a proposed scenario
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or strategy must be immediately reflected in the system. Of
particular importance in the ROGI model is the ability to see
how various assumptions and scenarios impact on the target
capital pool required by the client at retirement.

For example, if a particular financial objective is not
realistic given the client's current desires and financial
profile, the planner may want to determine whether a 5 year
deferment of retirement will enable the client to amass the
desired capital pool at retirement. Alternatively, the
planner may test the impact of an increased investment return
on the client's ability to achieve the required 1level of
invested capital. Below are some examples of the modelling
capabilities that the 4GL should provide:

1) The effect of a different tax rate on retirement
cash flow

2) The impact of the purchase of a real estate
investment on capital requirements at retirement

3) The impact of a deferral of retirment on the
required level of savings and return on investment
to achieve the targeted financial goal

4) The impact of a restructuring of the client's
portfolio on the overall portfolio performance

4.2 Pros and Cons of the 4GL

The choice of a 4GL for the front end functions is rooted in
the requirments of the front end:

1) strong screen handling/menu capabilities

2) data base access

3) user friendly

4) good reporting capability

5) linkup to 5GL

6) prototyping function

7) portability between HP3000 and IBM compatible
8) modular design capability

The prototyping capability of the particular 4GL that we used
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(Speedware) is an important feature in designing a package
such as this one. Our client had a manual process of
collecting the client's financial data and we had to
streamline the data entry process to be easy to understand
yet at the same time be able to. capture all of the
information required by a comprehensive set of financial
documents. We were able to streamline the data capture
process by entering the test data on the system and producing
the various financial statements. In this manner we were able
to play with the data entry screens and let the design stage
evolve to the point where the system was capturing the
necessary data while keeping the data entry process
relatively clear and simple to use.

A very strong feature of the 4GL we used was a module called
DESIGNER, which allows the programmer to create an
application using an online menu, screen, and report writer.
Changes in the input/inquiry screens of the system are
reflected by a corresponding data base modification generated
by the DESIGNER. Restructuring the data base as the
development phase is ongoing is simply a matter of defining a
new data definition at the screen or user level. The data
base and code for the menu, screen and report handling is
generated by DESIGNER. The approach in this type of system
design is to define the system requirements from the end user
viewpoint without having to be too concerned with various
file structures or coding strategies.

The modularity of the system is another important
consideration because if the system is designed to handle a
complex scenario, it is convenient to be able to take out the
more detailed functions if they are not required for that
particular planning situation.

If the client only requires an asset and cash flow profile,
the data entry process will entail entering asset and cash
information without any prompting for future expectations or
requiring specific investment information regarding tax
planning, risk attitudes, desired retirement cash flows etc.

The ROGI model has one input screen for the client's personal
information, one screen to handle family data, one screen for
all asset types and liabilities (personal, investment, tax
shelter), one screen for cash flow, one screen for future
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capital requirements, one screen for supplementary income at
retirement (pensions, annuities etc.), one screen for capital
requirements at death, and one screen for insurance profiles.

The portability of the 4GL application between the mini and
the micro computer enables development to occur on the HP3000
with a port down to an IBM compatible. All that is required
from the 3000 environment is the download of the data base
schema file and the 4GL code - and, of course, MicroSpeedware
on the PC. Once on the micro, the data base is generated via
a data base generating utility and the 4GL code is
interpreted by the SPEEDWARE intepreter. The requirments of
the micro are a minimum 512 meg storage and a hard disk to
handle the 4GL interpreters and utilities.

There is a certain amount of functionality that cannot be
duplicated on the 1IBM compatible micro. Unlike the 3000
environment, external language subroutines cannot be called.
There are also certain data types that do not perform well on
the micro such as data items defined as floating point
integers (ie: J1, J2 fields).

The most significant shortcoming of the 4GL is the fact that
it does not handle exponentiation in it's calculation
routines. This posed an inconvenience in the development
phase as many of the calculations performed were either
present value or annuity functions. To handle this, it was
necessary to write looping routines. To complicate matters
further there is a calculation involving determining the Nth
root of a number. While the calculations could be performed
in the report 1language of the 4GL, the 1lack of the
exponentiation function added overhead and processing time to
the reports that require present value or compounding rate
calculations.

Regardless of the difficulties, the ability to design and
deveiop a system on the HP3000 and run it without
modification on the micro with everything including an Image
compatible database, is a tremendous time saver.
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5.0 The Expert Component

With the client's information in hand, the task of the expert
system is to wuse the same considerations in defining an
optimum savings and investment strategy that the human expert
uses. The mandate in the system design phase is to convert
the expert's decision process into a set of rules and
relationships that can be incorporated into the expert
system.

All expert systems are goal oriented in that they are trying
to solve a problem. In this case the problem faced by both
our human expert and our expert system is "How do I structure
a plan for this individual that best allows him to meet his
financial goals with a minimum of pain?" It is not good
enough to propose just a solution that works, we must select
a strategy that takes into account a client's fears, goals,
loves, hates, desires and more.

5.1 Knowledge Engineering

Knowledge engineering is the process of determining how it is
our financial planner makes his decisions when he is
preparing a strategy or plan. At this stage two Brant
knowledge engineers have met with the financial planners
about a dozen times in trying to distill only the rules of
thumb that the expert is using.

Before getting into specific examples of the process and the
rules it is worth reviewing a few basic '"rules" about
knowledge engineering.

The first thing that Brant's knowledge engineers discovered
was that, unlike a conventional systems analyst role where
the end user has too many suggestions and you must weed out
the deliverables, our expert had the opposite problem. He
appeared to have nothing to say.

Our financial planner explained up front that he didn't
really have rules, but rather made his decisions intuitively
based on years of experience in "reading" clients
personalities. We were informed that there was not a list of
rules or procedures that he followed to make his decisions.
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This response is actually a well documented "pseudo-truth"
that has been addressed in many Expert Systems text books.
The problem has been termed the "Expert Paradox", where
psychologists have discovered that the better your expert,
the 1less capable he or she will be in describing how they
make a decision. It has been determined the experts use what
has been termed "compiled knowledge", where over the years
the individual rules or conditions in a circumstance become
compiled so that the expert actually does not use basic rules
but can jump straight to the intuitively correct answer. The
knowledge engineer's job is to decompile the knowledge into
its composite rules.

Because the expert does not even recognize that he is using
compiled knowledge, it is useless to ask him or her "What
route did you use in this instance?" The expert honestly may
not know what he had to do. What has become fairly standard
procedure in this type of process was to provide the
financial planning expert with example after example,
scenario after scenario, and ask what he would do and why.
From these actions or responses our knowledge engineers
distilled the necessary rules for the expert system.

5.2 Rules from the Expert

An example of the process and rules from the knowledge
engineering stage can be provided based upon one aspect of
the decisions that our expert would make; specifically,
determining the risk tolerance of the individual or family in
respect to their investment portfolio.

In our discussions with the expert on how risk tolerance
played into his decisions about portfolio structuring, we
asked how he picked a factor. In the "Fact Finder" on the
client, the client had been asked to rate his own risk
tolerance from 1 to 9, where 1 was extremely conservative
(ie: he would only invest in guaranteed investment
certificates in major banks that were insured) and 9 was
extremely daring (ie: all of his money was in penny stocks
of the Vancouver Stock Exchange or with bookies across the
coutry) .



HP 3000
INTERNATIONAL CONFERENCE Al04/15
VIENNA 1987

The first response from the expert was that he used the
number provided by the client to determine risk tolerance.
When asked what he did with a similar number provided by the
spouse of the client, he informed us that he took that into
account as well. We discovered that he looked at such factors
as who made the investment decisions, who appeared more
knowledgeable about investments, who was the primary
breadwinner and several other factors before he selected a
risk tolerance that may not relate to either the spouse's or
the client's selection.

A similar process occured when we discussed how the selection
was made for the family's after-tax income after retirement.
It turned out that the client was asked this question
directly, but in almost all cases this number was ignored.
The expert asked a wide variety of lifestyle questions that
were each broken down into composite numbers. The planner
always selected the income requirement figure that was
largest, regardless of how it was arrived at. In almost every
aspect of the knowledge engineering process we discovered
that a myriad of "invisible rules" became apparent once the
questioning got underway.

There may be dozens and dozens of rules and relationships
that affect the selection of a risk tolerance. From these
relationships that were derived from examples or case
studies, generalized rules were determined.

risk tolerance (RT)if
client tolerance (RT)and
spouse's tolerance (RT).

In other words, if the client and spouse express similar
tolerances, go with it. If the client is also the primary
breadwinner, we go with his or her specified tolerance.

6.0 Conclusion

At this stage we have completed the 4GL system and are in the
process of refining the expert system. We are pleased with
the implementation and excited by the success of our first
hybrid system of 4GL and 5GL systems.
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Traditionally, on-line help for computer software has been based on one of two
broad approaches, the on-line manual, and context-sensitive help text. Both
mechanisms have spawned numerous sub-genres, many of which demonstrate
considerable ingenuity and sophistication. The key factor in the development of
these help facilities has been the increasing availability and decreasing cost of high
capacity storage, both memory and disk, which has made it feasible to have large
volumes of text on-line to computer users.

Most recently, further improvements in the price-performance ratios of computer
hardware, coupled with steady progress in artificial intelligence research, have made
it possible to consider harnessing so called knowledge-based technologies to the
provision of help facilities. Smart help, as it is usually known, can simply be a
more sophisticated version of one of the two existing approaches, but this
technology also introduces the possibility of new mechanisms.

This paper describes a research project designed to develop a prototype advisor for
Cognos' QUIZ report writer. An advisor is a knowledge-based program capable of
conducting a dialogue with a user and answering questions within its domain of
knowledge, in this case knowledge of a 4th generation computer application
programming language. As well as describing the results of the research to date,
this paper briefly introduces other potential applications of the technology,
discusses their viability, and proposes likely time-scales for their practical
availability.

Historical Background

1 vividly remember the first time I saw a video display terminal which had a dedicated help key;
finally, it appeared, a manufacturer was addressing the real needs of computer users. My initial
excitement rapidly turned to frustration as I realized that the key didn't actually do anything other than
generate a code that could be uniquely identified within a program, should the programmer choose to
check for it. The experience was a salutary one, in as much as it made me examine some of the
fundamental underpinnings of computer systems, which in turn sparked an interest in human-
computer interaction that has never waned. But on that day in the early 'seventies, it was the
frustration and anger at the thoughtlessness of system designers that predominated. How, I
wondered, could an industry continually introduce potentially wonderful mechanisms that for all
practical purposes have no useful application?

The answer, as always, turns out to be simply the perpetuation of a tradition that has its origins in the
exigencies forced by engineering limitations in pioneering days. The commercial data-processing
industry has been, and generally still is, hidebound and conservative in the extreme; only a trickle
from the flood of research ever finds general acceptance, and then usually only under the &gis of a
determined champion or visionary. The classic example of this in recent years has been the
introduction of the Apple Macintosh, which has finally won acceptance for ideas that have been
discussed for more than a decade. Of course, the ideas also required the introduction of affordable
delivery technologies for their realization, and this is the heart of the problem.
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In the earliest days of computing, all users were programmers, and errors manifested themselves as
system failures of varying degrees of subtlety. Tracking down the source of a problem was a time-
consuming and demanding exercise, and the only help available was discussion with colleagues.
Non-programming users first appeared on the scene with the introduction of batch-processed
applications, which were accompanied (after the need for them rapidly became apparent) by detailed
user instructions for running the application, and a book full of possible error situations, each
identified by a cryptic code. Hardware limitations, particularly in memory capacity, necessitated the
use of codes rather than text messages. The form of the documentation, which was written by the
program authors, reflected the tastes and habits of the programmers, which in turn were shaped by
the development environment in which the programmers worked, which ultimately were rooted in the
engineering design decisions taken by the hardware manufacturers. The only variation on this theme
was provided by the introduction of separate quality assurance or 'testing' sections, who at least
verified the correctness of the documentation as well as the applications.

It was really the appearance of interactive computer terminals in the late 'sixties which first started a
trend towards addressing more fundamental user needs than simply the raw mechanism for running
an application. The problems faced by an unsophisticated computer user (usually described as one
with no real understanding of the operating system and programming language characteristics) in
attempting to successfully execute a job necessitated impractical levels of training or a radically
different approach. In the short term, operators developed startling skills, and major computer
centres placed all programmers on operational trouble-shooting detail, frequently on a three-shift
basis. The answer was the development of interactive or on-line help facilities, but these were slow
in arriving because they required vast (by contemporary standards) amounts of on-line direct-access
storage.

The most widely adopted approach was that of context-sensitive help, whereby an interactive user
could enter a predetermined key sequence (usually a question mark) at any point where the application
was waiting on input. Of course, this only worked where the application design and the programmer
had together conspired to provide some meaningful information to be displayed on request. Poor
programming all too frequently resulted in a help message of the form:

EMPLOYEE NAME: 2 “Enter the name of the employee"

when what the user really wanted to know was whether the initials were supposed to precede or
follow the name, or if the name was supposed to match some other field, and so on. However, this
system has merits, and is widely in use today, usually with multiple levels of information being made
available. ILe., one request returns possible syntax of an entry, a second the value restrictions, a third
a textual description of the purpose of the field. The major limitation with this approach is that the
user is utterly dependent on what the program developer has decided is relevant, and has no
alternative recourse except to consult any available written documentation, or to contact the program
developer.

The other approach that has been widely adopted is the concept of the on-line manual, whereby the
user is free to browse through a structured set of documentation made available on-line. This
mechanism was slow to be adopted because of its massive requirement for on-line direct-access
storage. Now that disk storage is cheap, comparatively speaking, this approach is being more widely
adopted, particularly because it places little or no demand on the programmer. The on-line manual is
typically accessed via one simple mechanism, and then behaves as a self-contained application.
However, from the user's point of view, the on-line manual suffers from all the deficiencies of paper
documentation: obscurity, poor layout, useless or non-existent indexes and/or tables of contents,
inconsistency, and omissions. An interesting recent study! also revealed that many users fail to

1 "Helxinﬁl Users Find Help: Models of Online Help Organization"; Marjorie S. Horton, IBM Human Factors Center, in
the ACM/SIGCHI bulletin for October 1986.
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exploit the capabilities of even the best designed on-line information systems, because they fail to
perceive the structure of the on-line information, even when it is designed to be intuitively obvious.
Cognos' products to date have all followed the approach of providing multi-layered, context-sensitive
help facilities. However, the technical writing group have recently produced a working prototype of
an on-line documentation system, which includes 'smart’ indexing and searching, as well as editable
examples that can be executed against a demonstration database from within the help context. Also,
the research division has now produced the first working prototype of a completely different kind of
on-line help, an advisory system based on artificial intelligence techniques. It is this 'advisor’ that is
the subject of the remainder of this paper.

Overview

The aim of the 'Advisor' project is to create a software advisor or assistant capable of answering
questions, phrased in a minimally constrained English-like language, about the use of a typical Fourth
Generation Language (4GL). For the prototypes we have chosen QUIZ, Cognos' 4GL report writer,
as the experimental subject, both because it is a mature and reasonably well understood product, and
because there is a large body of users with a well documented history of problems encountered using
the product.

The 'Advisor' is a joint industrial-academic project between Cognos Incorporated and the University
of Ottawa, with grants from the National Research Council of Canada, The Natural Sciences and
Engineering Research Council of Canada, and the Ontario Ministry of Colleges and Universities.
The work is being carried out at the University of Ottawa's Artificial Intelligence laboratory, by a
mixed team of Cognos research group members, and University of Ottawa professors, graduate
students and paid assistants.

The project was started in the Autumn of 1985, and is scheduled to be completed in the late Summer
of 1987 with delivery of a full demonstration prototype system. The first year of the project was
spent on theoretical research, with practical experiment starting early in the Summer of 1986. A
proof of concept prototype was completed at the end of October 1986, and successfully demonstrated
to the various sponsoring organizations in the following month.

The current development uses two different software environments running on two different
computer systems, linked by a 10 megabit/sec Ethernet: Quintus Prolog running on a Sun/3
workstation, and IntelliCorp's KEE™ (Knowledge Engineering Environment) running on a Xerox
1186 (Dove) InterLisp machine. This separation was deliberately chosen to ensure that the research
project investigated the relative merits of a number of different technical approaches, although
experience to date indicates that we might have encountered severe difficulties in attempting to build
the complete system to run on a single machine of the classes available to us.

It is worth noting that at our current stage of experiment enormous computing resources are required
to implement our various mechanisms. Only when we have the full prototype completed will we start
to address the issue of efficient implementation in a less specialized environment. Our ultimate goal is
to produce a system capable of running on an IBM PC/AT, or equivalent. Preliminary experiments in
this direction indicate that this should be an achievable goal within a very few years, partly because of
the appearance in this market of sophisticated Al tools, and partly because of the continuing trend in
increasing hardware performance for a given price. It was only the comparatively recent availability
of affordable, very powerful work-stations, epitomized by the Xerox Lisp machine, that made this
project possible.

Approach

We adopted a somewhat unusual approach as we embarked on the research project by consulting the
records of Cognos' telesupport group for documentary evidence of problems encountered by QUIZ
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users. The important point was that these were end users of QUIZ, who were attempting to use it as
the tool of choice to solve real-life data-processing problems. Their calls to the telesupport group
could thus be construed to be typical of questions that any 'advisor' should be capable of answering.
We screened the questions for obvious irrelevancies, and then classified them according to a system
which we developed. The majority of the questions were split between only two categories, the 'how
doI..." (HDI) and the 'why did ... (WHY) or causal; other categories, including syntactic (SYN),
explanation of obscure error messages (ERR), definitional (DEF), and hypothetical (HYP)
accounting for the rest. The HDI's alone accounted for more than half the questions, and it was
decided to make answering this type of question one major focus of the project. A second sub-
project was initiated to tackle the next two most frequent categories, the WHY's and the SYN's. The
SYN's (questions such as "can there be more than one ACCESS statement in a report?" or "what is
the syntax of a FOOTING statement?") are the traditional meat of context sensitive help systems, but
accounted for less than 15% of the total number of questions, indicating that what was needed did
indeed lie outside the capabilities of contemporary help systems.

Once we had classified the questions, we made a detailed study of those falling into the categories of
interest, further analysing them by topic. Perhaps the greatest beneficiaries of this exercise were our
technical writers, who received a weighted list of six topics that clearly gave many users difficulties,
and which therefore required new treatment in the reference manuals. Once we had classified the
questions by topic, decided what problems appeared to characterize each, and what general
characteristics could be inferred, we performed a final screening of the questions to eliminate those
which could be classed as relating to very obscure issues or to technical tricks outside the mainstream
use of QUIZ. This left us with a representative set of some 200 questions, and we defined our goal
for the working prototype as the capability to answer any question which can clearly be shown to be
directly related to one of these 200 questions.

Of course, in order to prove the correctness of an answer, one needs at least a model answer for each
of the questions to act as a yardstick. We therefore circulated our 200-question set to members of
various groups within the Cognos head office, including tele-support (where the questions
originated), product development, and a variety of technical specialists. Interestingly enough, in
many cases there proved to be no one correct answer, indicating the depth of the problem when using
one of the sophisticated software tools that characterize a 4GL. Where more than one answer was
produced for any given question, we had the experts weight each answer and recorded the set of
answers, ordered by weight, with the question.

At this point we had the necessary information to start designing possible question answering
mechanisms, and were able to embark on the real work of the project. We eventually broke the
project down into four sub projects, and treated each as a relatively independent development up to
the first (proof of concept) prototype stage (P1). These four sub-projects were:

* aparser capable of syntactically analysing any question asked by the user of the system,
couched in a formalized English-like language, and integrated into a user interface;

» an HDI question-answering system;

+ acausal (WHY and SYN) question-answering system; and

* an 'apprentice’ system with the capability of learning from the user.
Each of these is briefly described in the following sections of the paper.

The Parser and User Interface

The parser was developed as a Master's thesis under the guidance of a natural language specialist (Dr.
Stan Szpakowicz) at the University of Ottawa. The parser is designed to accept four types of input,
as follows:
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+ an assumption or descriptive text fragment providing background information which may help
to clarify the context of a question. These are entered in a restricted form of English (see
below), delimited by a full stop, and can be annotated with various special symbols to help
the parser. Examples of such assumptions are:

‘employees' is a keyed file .
‘emp_num' is a key of ‘'employees' .
'surname' is a key of 'employees'

* aquestion, which is also entered in restricted English, but delimited by a question mark.
Questions can also be annotated with various special symbols to help the parser. An example
of a typical question (in the context of the previous assumptions) is:

how do i access 'employees' using 'emp_num' and 'surname' ?

another example (showing some annotation to help the parser correctly identify dependent
clauses) is:

how do i print an item at [the beginning of a detail line] ?

+ afragment of QUIZ code, presumed relevant to the questions being asked. Only minimal
syntax checking is performed on the code fragment.

« the literal text of an actual QUIZ error message about which questions are being asked.

The subset of English that the parser is designed to accept is in fact a formalism specifically designed
for knowledge representation called LESK: Language for Exactly Stating Knowledge. The LESK
language has been developed over a number of years by Dr. Skuce of the University of Ottawa, and
the work that had already gone into the specification of this language was one of the starting points
for the Advisor project. In practice, LESK had to be considerably extended to make it fit our
particular application, but its straightforward simplicity is easy to pick up, and once mastered, LESK
can be used to express a wide variety of concepts. Any limitation in vocabulary is a relatively trivial
problem to solve, requiring only additional entries in the lexicon; the grammar is sufficiently
extensive to cope with the variety of constructions needed to state assumptions and frame questions
about programming with QUIZ.

A question on its own, or a question accompanied by one or more assumptions, and/or a fragment of
QUIZ code, and/or a QUIZ error message constitute a logical query, which is the unit of input to one
of the question-answering systems. The parser outputs a successfully parsed fragment in the form of
a parse tree, represented either as a Prolog list or as a Lisp S-expression according to a user
specification. In the case of the parser failing to parse an input fragment, an interactive dialogue is
initiated with the user to attempt to resolve the problem. The user is given the choice of respecifying
the fragment (abort parse for this fragment), either ignoring or altering the specific word over which
the parser has stumbled, or of undertaking a more technical dialogue via which a new word can be
defined in the parser's lexicon.

The parser itself is written in Quintus Prolog, and runs under UNIX on a Sun/3 workstation. The
design of the current implementation is based on some fairly standard natural language processing
theories for syntactic analysis, driven by a sophisticated lexicon, and is capable of parsing any input
fragment in between 0.1 and 0.5 seconds.

Building the lexicon proved to be one of the most interesting exercises, in as much as we wrote a
special concordance program through which we fed a large body of machine-readable documentation,
including the complete text of the QUIZ reference manual. The output from this gave us some 1,500
words for inclusion in the lexicon, together with all the necessary references and annotations required
to complete each lexical entry2. This linguistic analysis of existing documentation raised a number of

2 A lexical entry is similar to the entry for a word in an English language dictionary, but with a variety of annotations
describing the part of speech, and possible roles that the word can play.
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interesting side issues, chief among which was that, while natural language theory suggested that we
might expect some 400-450 different verbs to have been used, in fact the total was only about 150.
When we investigated this with the technical writing group, we discovered that the technicians in the
development group who had vetted the documentation for technical accuracy had insisted on
particular usage of a variety of technical terms, and it was this insistence that had led to the relative
paucity of the vocabulary.

Much more interestingly, because each of these words was serving multiple duty, they tended to gain
a variety of context-dependent meanings, which turned out to be the root cause of a number of the
misunderstandings demonstrated in our sample questions. Since the QUIZ documentation has won
awards as the best documentation of its kind, this is clearly not an isolated problem, and indicates not
only the need for early involvement of technical writers in the product development cycle, but also
that formal technical glossaries must be developed which assign unique and unambiguous meanings
to each technical term. Interestingly enough, one possible application of the Advisor prototype is to
the development and formalization of such technical glossaries for future products.

The parser development thus proved to be an interesting exercise, and the working prototype has
proven to be fast and effective in use. It does constrain the user somewhat with respect to freedom of
expression on input, but experiment and constant usage over several months have shown that it is
easy to adapt to the parser's constraints, and that these do not interfere in any important way with the
user's freedom of expression.

The HDI Question-Answering System

The How-Do-1 question-answering system (HDI) is the area into which the most effort has been
directed, mainly because we wished to explore the capabilities of available large-scale Al tools. Fora
variety of reasons, we eventually settled on the Knowledge Engineering Environment (KEE™, from
IntelliCorp™) running under Interlisp-D on the Xerox-1186 (Dove) Lisp machine. This has proved
to be a nearly ideal prototyping environment, but its tremendous richness resulted in a long and
relatively steep learning curve which we believe will take some 12 months to travel to the level of
neo-expert.

Using these tools, we have developed a question-answering system that utilizes three fundamental
mechanisms: frame-based representation of knowledge; a forward-chaining, rule-driven inferential
system; and object-oriented methods written in InterLisp. These three mechanisms are combined in
various proportions to answer a submitted query in three stages, as follows:

 Using an approach known as semantic interpretation, the parsed S-expression for a user
query is received over the Ethernet, and translated into a formal representation using KEE
frames, based on the system's understanding of the query. Understanding, in the context of
semantic interpretation, means being able to classify all phrases of the input query in terms of
concepts defined in the knowledge base, and correctly assigning all objects into rdles which
fit the activities mentioned.

The semantic interpretation phase can fail completely (I don't understand the question) or may
start an interactive dialogue with the user to clarify and disambiguate phrases of the input
query which are causing confusion.

* Once the semantic interpreter has completely transformed the query into a conceptual
representation as a KEE knowledge base, it invokes a mechanism that attempts to match the
query against known knowledge. This matching mechanism may yield a perfect match (the
query is completely answerable), a partial match (in which case the user will be solicited to
supply additional information), or a mis-match (unable to answer the query). All queries
must eventually reduce either to an acceptable match, or a rejection of the query as
unanswerable in its submitted form.
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An acceptable match is comprised of a set of potentially useful KEE units, each of which is
deemed to hold information relevant to answering the query.

« In the case of an acceptable match, a syntax generating mechanism is invoked, which
assembles and displays an answer from information held in the set of potentially useful units.
This mechanism has sufficient knowledge of QUIZ syntax to enable it to formulate an answer
in the form of QUIZ statements, although the resultant code may have instantiation points
representing generalities (e.g. <report item>)and unknown specifics (e.g. <file
name>); these are represented in angle brackets.

In addition, or as an alternative, to the QUIZ code generated (the definition of an HDI
question is one for which an adequate answer is a piece of QUIZ [pseudo-]code), the
answerer may generate a plain text message. Typically, this occurs in the cases where the
query has an explicit negative answer, e.g. "It is not possible to report a heading to a subfile".

In fact there is no clear boundary between these three stages, and the decision as to which mechanism
should be responsible for what has tended to be taken on the basis of implementational ease.
However, it helps to think of the process broken down in this fashion, because the major
consideration is the construction of generalized mechanisms driven from separate knowledge bases.
The more domain-specific (QUIZ in our case) knowledge there is hard coded within the actual
mechanisms, the less useful (read: extensible, portable, maintainable, etc.) the system becomes. A
brief example may serve to highlight some of these ideas.
The previously discussed query:

'‘employees' is a keyed file

'emp_num' is a key of ‘'employees'

'surname' is a key of 'employees'

how do i access 'employees' using 'emp_num' and 'surname ?
Is translated by the parser into the following set of Lisp S-expressions, which are combined into a
single list before submission to the question-answering mechanisms:

Assertionl: (is_a yes (variable employees) (count_nounphrase 1 ()
keyed_file (variable employees) ()))

Assertion2: (is_a yes (variable emp_num) (count_nounphrase 1 () key
(variable emp_num) ( (of (count_nounphrase 1 () keyed_ file
(variable employees) ())))))

Assertion3: (is_a yes (variable surname) (count_nounphrase 1 () key

(variable surname) ( (of (count_nounphrase 1 () keyed_file
(variable employees) ())))))

Question: (hdi yes () access ((nil sub (personal_pronoun i)) (nil d_o
(count_nounphrase 1 () keyed file (variable employees) ()))
(nil using (and (count_nounphrase 1 () key (variable
emp_num) ((of (count_nounphrase 1 () keyed file (variable
employees) ())))) (count_nounphrase 1 () key (variable
surname) ((of (count_nounphrase 1 () keyed file (variable
employees) ())))))))

Careful examination of the above S-expressions reveals that all the information represented in the
assertions is duplicated in the question. In fact it would be possible to generate an identical question
S-expression by posing the following question without any assertions:
how do i access a keyed file 'employees' using a key 'emp_num'
of 'employees' and a key 'surname' of 'employees' ?
LESK allows the user considerable flexibility and freedom of expression when formulating queries.
The Semantic Interpreter takes the S-expression list output by the parser, and creates a knowledge
base containing the following units:
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01 an ACCESSING activity, with a target of 02, and an agent of 03;

02 a FILE object, named 'employees’, with an access-mechanism of 'keyed', a key-list of 04
and 05, and membership in the class of DATA-FILES;

03 a set-of KEYS, pointing to 04 and 05;

04 a KEY object, named 'surname’, with membership in the class of DATA-ACCESS-
KEYS;

05 a KEY object, named 'emp_num', with membership in the class of DATA-ACCESS-
KEYS.

A number of inferences have been made, including the fact that the keys are data access keys rather
than sort keys, and that the file is a keyed data file. In this latter case, while the 'keyed' attribute can
be readily inferred even when it is not explicitly stated, the 'data file' attribute is not obvious (there
are a number of possible alternatives). Where disambiguation proves difficult, the Semantic
Interpreter either asks for confirmation, e.g.

Please confirm that the referent: FILE (employees) is a member
of the class of DATA-FILES (Y)/N ?
or leaves the problem to be tackled by a subsequent processing phase. At present the Semantic
Interpreter draws the inference and requests user confirmation, but this has caused problems in more
complex situations, and we may choose to let this type of problem stay unresolved until a subsequent
phase.

The second (matching) phase extends this first representation, by altering existing units and
generating new units, to generate the following set of potentially useful units:

01 an ACCESSING activity, with a target of 02, and a sub-activity of 06;

06 a LINKING activity, with a target of 07 and 08, and an agent of 03;

02 a FILE object, named 'employees', with membership in the class of PRIMARY-DATA-
FILES;

07 a FILE object, named 'employees', with an access-mechanism of 'keyed', a key-list of
04, an alias of '<alias-for-surname>', and membership in the class of SECONDARY-
DATA-FILES;

08 a FILE object, named 'employees', with an access-mechanism of 'keyed', a key-list of
05, an alias of '<alias-for-emp_num>', and membership in the class of SECONDARY-
DATA-FILES;

03 a set-of KEYS, pointing to 04 and 05;

04 a KEY object, named 'surname’, with membership in the class of DATA-ACCESS-
KEYS;

05 ;1( I]§$§ object, named 'emp_num'’, with membership in the class of DATA-ACCESS-
Notice that the name of an object is merely another attribute of a unit and not its identifier, thus
allowing three FILE units to exist for the same file. At this point the query can be classed as fully
matched, because all the concepts mentioned have been successfully matched with known concepts,
with sufficient precision to generate an answer. The answer generating phase is invoked, and in fact
increases the set of potentially useful units with a number of units to represent syntactic fragments.
The new units are:

09 an ACCESS-CLAUSE, with a target of 02, and a link-list of 10 and 11;
10 a LINK_CLAUSE, with a target of 07, and a linkage-spec of 12;

11 a LINK_CLAUSE, with a target of 08, and a linkage-spec of 13;

12 a LINK-BY-KEY-SPEC, with a file-ref of 07, and a key-ref of 04;

13 a LINK-BY-KEY-SPEC, with a file-ref of 08, and a key-ref of 05.
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These are much simplified representations, but show the type of cross-references that are constructed,
together with a degree of redundancy that eases navigation between units in the knowledge base.
From these syntactic fragments, the following QUIZ pseudo-code is generated and displayed in the
answer window:

ACCESS EMPLOYEES &

LINK TO SURNAME OF EMPLOYEES ALIAS <alias-for-surname> &

LINK TO EMP_NUM OF EMPLOYEES ALIAS <alias-for-emp_num>

This is the correct answer to the query, but will require the user to code the actual alias names to be
used before the statement becomes executable.

The P1 prototype is capable of answering a handful of queries on the topics of accessing (the
previous example is a typical such query), reporting and sorting. Achieving this required knowledge
representation for a total of some 85 concepts (both objects and activities) plus about a dozen
syntactic fragment specifications, supported by some 70 rules and several dozen Lisp methods.
However, the fundamental mechanisms appear readily extensible, and adding knowledge about new
concepts should prove merely time-consuming.

The Causal Question-Answering System

The causal question answering system, known as QAUZ, is the subject of a Ph.D. thesis by Branka
Tauzovich, a member of Cognos' Research Division on scholarship at the University of Ottawa. The
requirements for originality in a doctoral dissertation necessitated keeping this portion of the project
independent, and it has thus been treated as a parallel development. The QAUZ system has been
implemented entirely in Quintus Prolog on a Sun/3 workstation; its only direct interaction with the
rest of the Advisor is that it invokes the same parser to process its raw input.

The QAUZ system typically accepts a fragment of QUIZ code as part of a query, because the usual
WHY question requires the code in order to be able to establish the context in which the query is
being asked. For ERR type questions (explaining error messages), should it prove impossible to
answer the question without reference to the context, the user will be prompted to enter the code. In
the prototypical implementation no provision was made to allow direct access to machine readable
QUIZ code, but this would certainly be the approach adopted for any more serious implementation.
The text of QUIZ error messages are also acceptable as input, because one major category of user
question is the "why did such and such an error occur?".

The QAUZ system comprises a knowledge base (implemented mainly in declarative rules, but
augmented with a custom frame-based mechanism), which describes a mini-QUIZ model (a subset of
QUIZ similar to that used in other parts of the Advisor project), a user interface with links to the
parser, a forward-chaining inference mechanisms, a backward-chaining inference mechanisms, a rule
base, and a variety of tools such as frame compilers. The system uses a combined forward- and
backward-chaining strategy to reason forward from a question, and backward from actual QUIZ
code, to generate an explanation which satisfactorily accounts for the reported facts.

While processing a problem, the QAUZ system constructs an internal representation of the problem
state which shows all the various dependencies and causal mechanisms that may be contributary
factors. Even if a focused answer cannot be reached by the system, a browsable display of the
internal representation of the problem frequently yields sufficient information to enable the user to
answer the query. The following example shows the QAUZ system reasoning about the
circumstances under which a default heading should appear on a report; note that the system is
capable of handling inconsistencies:

Enter your QUIZ code:
>> REPORT X HEADING "Name"
>>
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Your query is INCONSISTENT!

Contradiction found regarding:

the column_heading of a report_item is set to the-
dictionary_heading of an item

Either your QUIZ statements are incorrect
or you did not formulate your question properly!

Assuming the latter...

The NEGATION of your question is TRUE
because the following DOES NOT HOLD:

all record items are requested for reporting (f),
CONSEQUENCE OF:
using 'REPORT with the ALL_option' statement (f)

AND
a record_item is an accessible record_item (?),
CONSEQUENCE OF: N
the record item is a declared record_item (?),
the record_item is a record_item of a file (?)
AND
the file is a declared file (?),
CONSEQUENCE OF:
using first_file_declaration
in 'ACCESS' statement (?)
OR
using subsequent_file_declaration
in LINK_TO_ part
in 'ACCESS with a LINK_TO option'
statement (?)
OR

a default for the column_heading of a report_item
is used (f),
CONSEQUENCE OF:
using format_part without HEADING part
in report_item
in report_items
in report_group
in 'REPORT with a report_group' statement (f)

> Why is not the column bgadjng set to the djg:jgnarx bgadjng’)

Because the following DOES NOT HOLD:

all record_items are requested for reporting (f),
CONSEQUENCE OF:
using 'REPORT with the ALL_option' statement (f)
AND
a record_item is an accessible record_item (?),
CONSEQUENCE OF:
the record_item is a declared record_ item (?),
CONSEQUENCE OF:
the record_item is a record item of a file (?)
AND
the file is a declared file (?),
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CONSEQUENCE OF:
using first_file_declaration
in 'ACCESS' statement (?)
OR
using subsequent_file_ declaration
in LINK_TO_part

OR
a default for the column_heading of a report_item
is used (f),
CONSEQUENCE OF:
using format_part without HEADING_part
in report_item
in report_items
in report_group
in 'REPORT with a report_group' statement (f)

The fundamental mechanisms of the QAUZ system are capable of dealing with all the various
categories of question discussed in the Approach section of this paper. However, only the WHY,
ERR, HYP, and SYN categories have actually been addressed in detail, and these only for the
defined mini-QUIZ subset of QUIZ.

Obviously, the QAUZ and HDI systems overlap in capability, but the need to keep the QAUZ system
independent of the rest of the project has allowed us the luxury of developing two totally separate
approaches. The second prototype (P2) will benefit from the work done in both systems.

The QUIZ Apprentice

The QUIZ Apprentice is a parallel project being undertaken at the University of Ottawa by a team led
by Dr. Stan Matwin, and is not formally a part of the Advisor Project. However, it sprang from
work started by Dr. Matwin in the early stages of the Advisor Project, and there are close ties
between the two teams. .

One of the chief reasons for the separation is that the Apprentice has been implemented entirely in
Prolog, and as yet we have found no way to tightly couple Prolog with a Lisp-based knowledge
representation mechanism. The Apprentice thus has its own internal model of QUIZ, complete with
its own knowledge base constructed entirely in Prolog. In its earliest incarnation it used
approximately the same subset of QUIZ as was chosen for the HDI question-answerer.

The prime characteristic of the apprentice approach is that it is capable of learning. For a rule-based
system, this means that the operational system can create new rules as a standard part of its normal
processing, as well as extending its knowledge with each new solution generated. In practice, the
system designer seeds the knowledge base with a basic set of rules, using an interactive teaching
mechanism to do this. This infant system can then be introduced into a user environment. Whenever
it encounters a new problem for which it is unable to find a solution, or when it offers an incorrect
solution, the user can enter the interactive teaching mode and help the system define a set of rules
which, in conjunction with its existing knowledge, will enable it to generate the correct solution.

The system's knowledge is based on problem-solution pairs, and all that is needed to teach the
system is to supply the correct solution to a new problem. The apprentice not only stores the
problem-solution pairs but is capable of reasoning, so that by decomposing problems into partial
problems, and matching these against its knowledge base, it is capable of solving problems for which
no explicit solution is stored. Although the underlying mechanisms are conceptually simple, even the
initial prototype QUIZ Apprentice was capable of demonstrating remarkable performance.
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Clearly the first user of an infant system needs to be fairly knowledgeable, in order to detect the
situation where incorrect solutions are being offered by the apprentice. However, experiment has
shown that the number of rules needed to adequately cover a given topic, while not fixed, can be
quickly identified. In operation, the Apprentice rapidly builds up a few dozen rules (typically 2—- or
3-) for a given topic; thereafter, new rules only need to be generated to cover exceptional cases. As
soon as this point (where the rate of rule creation drops off sharply) is reached, the system can be
turned over to a naive user. Typically, from this point on there will be no incorrect solutions
generated, and the system will only require teaching when new problems are encountered. When this
occurs, the user can ask an expert to supply the correct solution.

The advantage of this approach is that it eliminates the problem of requiring a technical specialist to
make changes in the system's stored knowledge, which is the major problem with most of today's
operational expert systems. However, the more complex the fundamental knowledge representation
and reasoning mechanisms, the harder it is to ensure that the rule construction mechanisms are
correct: and the need to detect potentially incorrect solutions, at least in the early stages, introduces the
much wider issue of the verification of knowledge bases. Not for nothing is this approach named
‘apprentice’, and it is important to remember that the step from apprentice to journeyman has always
been a big one, requiring years of effort carefully directed by an experienced and capable master.

The First Prototype (P1)

The first prototype (P1) was completed in October of 1986, and was successfully demonstrated to
Cognos' Research management and to a committee from the National Research Council in mid
November. The P1 system requires a Sun/3 workstation with at least 4 megabytes of real memory
running under UNIX (System 4.2) with Quintus Prolog, linked via a 10 megabit Ethernet to a Xerox
1186 (Dove) Lisp machine with the maximum memory configuration (3.7 megabytes) running under
Interlisp-D with IntelliCorp's KEE™ version 2.1. Both systems require access to at least 50
megabytes of individual disk space.

For P1, the various components of the system were linked together within a very basic user interface,
written in a mixture of C and Quintus Prolog, and running on the Sun workstation. This user
interface initializes all the communications mechanisms, controls the Lisp machine as a slave Al
problem solver, and allows the user to enter, edit, debug, and submit (to the appropriate question-
answering system) all the various components of a query. Although primitive in appearance and
behaviour, this interface has proven to be a robust and indispensible tool for working with all the
various components of the system, as well as acting as a prototype for the more ambitious interface
planned for the second prototype (P2).

This system could be run entirely from the Xerox Lisp machine (the slave!) by opening an Interlisp
window and running a terminal emulation via which the user interface on the Sun could be accessed.
Queries could thus be entered in this window, and the rest of the screen used to display the question
answering process in action.

For P1 we limited ourselves to a handful of questions on a few major QUIZ topics, namely: data
access, reporting, sorting, and selecting (QAUZ only). A set of mechanisms that could be adapted to
all these topics were developed, and based on the experience with P1 we expect little difficulty in
extending the knowledge base to include new topics, as well as to cover these first topics more
extensively. QUIZ has some 31 main verbs, and there is a rough equivalence between these and
Advisor topics. The main purpose of the P1 prototype was to demonstrate the feasibility of
answering questions, and to test a variety of implementation mechanisms. Both of these objectives
were satisfied.

Although performance was not an issue for this prototype, it may be of interest to note that it took the
KEE/Interlisp-based mechanisms between 4 and 20 seconds to answer each P1 question. This in a
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development environment with multiple levels of debugging active, and with extensive graphic traces
being displayed. One of the P2 issues that we intend to address is the question of what sort of
response might be considered reasonable for an advisory system.

The QAUZ system P1 prototype runs totally independently, and is self contained on a Sun/3.

The Second Prototype (P2)

The second prototype (P2) is scheduled for July 1987, and will be based on the work done to date,
once this has been extensively reviewed. At present it is too early to state with any certainty what will
and will not be attempted, but a number of possibilities are open. These include:

 Integrating the entire system into a single machine environment. This will require the
availability of new tools, notably KEE on the Sun/3.

» Coping with procedural or time-dependent problems.

+ Extending the P1 prototype with lots of knowledge to give coverage of the majority of QUIZ
rather than the limited subset used for P1.

« Developing a sophisticated user interface, taking full advantage of windows, interactive
graphics, and other available techniques.

« Closely coupling Prolog with Lisp-based knowledge representation mechanisms.

» Transferring the existing system into a smaller self-contained environment running on a
computer such as the IBM-PC/AT.

« Replacing the current independent syntactic parser with extensions to the semantic interpreter.

« . Development of deeper models of QUIZ, to enable greater understanding of queries by the
system, and thus generation of more sophisticated answers.

« Focusing on a single topic, such as file access, and attempt to create an advisor with
effectively complete understanding of this one topic.

» Development of more sophisticated reasoning strategies, capable of dealing with incomplete
queries.

» Development of alternate answering mechanisms, to enable the user to get more out of the
system than one blunt answer.

This last problem is really the heart of the design problem. It is very easy to develop a system that
answers a question of the form 'Can you tell me the time?' with a blunt 'yes'; this is of little use, and
serves only to irritate the user. It is essential that an advisory system be capable of interpreting the
reason behind a question that is asked, and thus generating a meaningful answer, rather than blindly
answering the literal interpretation of the question that was asked.

It used to be that the way to test whether a computer system was working was to pose the same
problem repeatedly, and check that the answers were consistent, which usually meant identical.
Perhaps rhe distinguishing feature of a knowledge-based system is its ability to learn. This means
that the second time a question is posed the response should at the very least be faster, and that
multiple repetitions should trigger some alternate action. In an ideal system this would include
proposing alternate approaches in an attempt to help the user reach a solution to the real as opposed to
the expressed problem.

Given the limited lifespan of the current project, it is unrealistic to expect that we will solve more than
a fraction of these problems. However, it is to be hoped that we will make some forward progress,
and perhaps come closer to the currently perceived ideals.
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Practical Implementations

Thus far this paper has been concerned mainly with reportage of what has been achieved, and a
description of possible short-term research goals. Quite clearly, the P1 and P2 prototypes have little
direct application in the resource-conscious practical data-processing world, relying as they do on
costly and largely non-standard dedicated hardware and software environments. However, although
the goal of research is knowledge, there are some clear pointers to what the future holds in store.

Firstly, these technologies are practical. That is to say, it is possible to build a knowledge-based
system capable of doing real work in real environments. The problem is that at present it costs
hundreds of thousands of dollars to implement such systems, which makes them cost-effective only
in the most specialized of applications. Most of this cost is sucked up by the need for highly skilled
development personnel, expensive tools, and the fact that very large machine resources are typically
consumed by the operation of such systems.

Today, machine costs are falling, and the latest generation of chips (DEC MicroVax, Intel 80386,
Motorola 68020, National Semiconductor 32032, TI Explorer, etc.) offer more than adequate raw
power. Once this power has been packaged in suitable architectures, it will become an easy matter to
boost a conventional system with an Al co-processor, much as floating-point co-processors have
been integrated into conventional architectures. In addition, the cost of stand-alone micro-systems
will continue to fall, at least in terms of their price/performance ratios. The machine resource problem
will disappear as certainly as has the memory problem over the last few years.

Todays costly tools are rapidly being migrated from the esoteric Lisp machine environments of their
engendering to the relatively conventional UNIX world, and will soon be available implemented in
conventional programming languages such as C. At the same time, the primitive first generation PC-
based Al tools are giving way to sophisticated second and third generation offerings that are
beginning to rival the big tools. History tells us that competition will trigger falling prices until levels
deemed acceptable by the user community are reached.

The problem of skilled personnel for development will also diminish as more and more sophisticated
tools are developed. A logical extention of the QUIZ Apprentice is a system that can be taught by a
domain expert who can be relatively ignorant of the internal mechanisms. This problem is analagous
to the problem of data-base specialists, who are still required in sophisticated environments, but who
can be ignored when simple applications are implemented using sophisticated DBMS systems.

Knowledge-based systems are a reality. Within three to five years they will become the norm.
Should a QUIZ advisor be considered a reasonable product, a commercially attractive implementation
capable of running on a dedicated IBM-PC/AT or equivalent could be brought to market within three
years, i.e. first quarter 1989. It is by no means clear that such a product has a market, but the
underlying technology has many applications, and a few of these are introduced in the following
paragraphs.

Although true advisors are a possibility, they are unlikely to appear integrated into applications (in the
same fashion as current help facilities) for several years yet. However, they are feasible packaged as
stand-alone applications on dedicated hardware, which certainly introduces the possibility of a PC-
based system. An alternative solution is to build a multi-user, server-type front end for a large-scale,
central system dedicated to running one or more advisors, and allow users to query an advisor
remotely via local network or telecommunications links.

A much more likely scenario is that, instead of an advisor, a teacher will be created. Computer-based
training is a growing field, as the widespread adoption of computers, particularly at the desk-top
level, exacerbates the problem of the relative scarcity of teachers. The AI community is currently
focusing considerable attention on the problems of teaching, and Al is seen as the most likely
technology to provide a quantum improvement over the rather pedestrian on-line tutorials available
today. The key to a good teaching system is not its ability to detect correct answers, but its capacity
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for understanding why a wrong answer has been entered, and for developing a strategy to correct the
user's misaprehension. The same knowledge required to implement an advisor serves to implement a
teacher, although in the case of the latter this must be augmented with knowledge about the types of
mistakes that can be made. Typically the ratio of information is about 8:1; for every correct fact there
are roughly eight possible misunderstandings.

One direct application is to a tool to help software product designers keep their facts straight, and
ensure that all the various components are functionally complete and correctly interconnected. This
includes the development of technical glossaries in which each term is uniquely and unambiguously
defined. Although such a system is a design tool, aimed at ensuring the correctness and
completeness of a software product, it could also be extended to create outline technical
documentation that conforms to a standard structure. By the same token, such a system could also
ultimately be used to proof final documentation for completeness, accuracy, and consistency. The
key to making any such system work will be ensuring that it is sufficiently easy to use, and directly
beneficial, that development teams will be careful to keep its knowledge current and accurate. The
major flaw in most paper-based design tools has been that the effort required to keep the paper up to
date has tended to detract from the true development tasks.

Beyond such design aids, which ought to be equally useful to all builders of software applications, lie
some very exciting possibilities. It is only a short step from an advisor which answers a 'how do I'
question with a piece of pseudo-code to a system capable of generating executable code. This would
allow users to program a system at a very high level, by expressing their needs in a fairly informal
fashion. With an adequate control structure, the Al-based programming tool could help the users
refine their ideas by posing questions until the application was completely defined. The major step
forward needed to make this sort of tool a reality is the development of knowledge bases describing
typical applications, but it transpires that a significant portion of the knowledge needed to implement
an advisor is just this.

The key to all these systems lies in the user interface, which must allow the user to communicate with
the system in a natural fashion that is as easy to use as the natural language and scribbled diagrams
we use to communicate our ideas to other humans. The human tendency to make life as easy as
possible means that we seldom use a long form when a shorter is available; typing true English at a
keyboard is a non-starter, if quicker mechanisms are available. Even if affordable voice input
technology makes spoken natural language a possibility, we will still need the ability to diagram,
annotate, doodle, and so on. It is the availability of these latter mechanisms that will determine the
time-scales for the widescale introduction of true Al-based tools.

Within two years, high resolution (1276 x 1024 minimum) colour graphic displays will be achieving
affordable levels. We already have excellent interactive pointing devices. Three years will see the
arrival of reliable voice input technology; it is already affordable, but has too low an accuracy rate to
be really useful. In the same timescale very large data storage (optical disks), high quality hard copy
devices (laser printers), and very fast desk-top architectures will all have achieved widescale
commercial viability. All that is missing is the software, first its development and then its acceptance
into the market place. Today, it exists only in fragmented prototypical form in research
establishments around the globe.

A useful model that we can examine for what to expect is the introduction of the graphic desk-top
metaphor pioneered by Xerox on its Star systems. Although demonstrably viable, it was far too
expensive for all but a handful of users, and even the far more affordable Apple Lisa failed to achieve
widespread acceptance. The introduction of the Apple Macintosh, however, offered the necessary
price break-through that triggered both widespread acceptance of the technology, and a trend towards
making an interactive, iconographic interface standard on all systems. The Macintosh is not yet four
years old, at least in terms of its market availability. By analogy, we can expect today's high priced
experimental interfaces to reach the mass market level in the same timescale as the necessary hardware
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becomes affordable. Another two to three years should serve for such products to gain credence
similar to that now afforded the Macintosh. Thus, by 1992 it is very probable that systems based on
current experimental advisor technology will be commonplace.
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MACHINE LEARNING
By
David Price BSc
(VRS Software Ltd.)

ABSTRACT.

One of the most salient and most significant aspects of human Intelligence
is the ability to learn. However until recently learning has not been
noticeable in "Artificial" Intelligent sytems. This paper reviews the
progress that has been made in this field , some of the problems
encountered and possible areas of use, dealing primarily with inductive

learning and its application in data analysis.

MANAGEMENT SUMMARY.

Machine Learning is a specific area in the field of Artificial
Intelligence. The techniques developed in this field can be applied
to all applications. The main goals of Machine Learning are to develop
ways of increasing the efficiency of machine through Learning and to
acquire knowledge in a usable way. This paper seeks to outline some

of those techniques.
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1.0 INTRODUCTI®N.

Machine Learning is just one of the fields of study within Artificial
Intelligence (AI). The study -of AI is an attempt to discover ways of
making machines appear to perform 1like human beings, to make science
fiction, or at least some aspects of it science fact. Computers have
' historically done those tasks which are repetitive and time consuming
but require no particular type of human skill. During this process large
amounts of data have been collected and stored in databases or files.
Machine Learning seeks to use this data to learn from.By automating
the process it becomes faster and depending on the accuracy of the data
and the constraints imposed upon the system something new may be discovered
or at the very least rules are formalised in machine readable form,

rather than the vague human concepts that we may have.

2.0 AN INTRODUCTION TO MACHINE LEARNING

Artificial Intelligence seeks to give machines a level of intelligence
or processing capability, similar to that of humans. The subject has
been divided into areas of research which relate to physical and cognitive
behaviour.

a) Knowledge representation.

b) Problem solving.

c) Natural and Spoken Language.

d) Vision and Perception.

e) learning.

f) Robotics.

Many of the above tasks are interdependant and have similar underlaying
techniques eg. a great deal of the research in the area of machine
learning is concerned with the representation of the initial knowledge

or facts.

The goal of researchers in machine learning is to construct computers
or systems that 1learn. The first problem therefore 'is to establish what

is meant by learn and then to look at the problems inherent in machine
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learning, some of the ways of dealing with these problems and finally
the areas in need of continued research.
There are two interpretations of ‘'learn' that have been used by
reseachers:
a) Performance Improvement.
b) Acquisition of Knowledge.
Associated with these interpretations are five main learning strategies:
a) Induction.
b) Instruction.
c) Analogy.
d) Deduction.

e) Rote learning.

One of the most advanced area of study is in the field of Expert Systems
or Knowledge Representation where successful products have been produced
and are currently in use. Conversly, the field of Machine learning
is perhaps the area of least research, while being the most fundamental,
after all humans are born being able to do very little, but they learn
very quickly to walk, talk, solve problems etc., until after thirty
years or so of learning, when some of them are considered to be

experts.

Expert Systems rely on rules provided by a human expert which are
transformed by a Knowledge Engineer (an Expert System Programmer) into
a machine readable form. To gain knowledge (rules) from more than one
expert has been shown to make expert systems less 'expert', because
discrepancies are introduced which have been resolved by the Knowledge
Engineer. Introducing the third person through which all information
must be channeled creates inconsistencies. Machine learning seeks to
allow the machine to 1learn from these external sources rather than
be told by a Knowledge Engineer. Thus it can use the knowledge that
it knows to be accurate and discard or query that which is not, saving

time and money.

3.0 LEARNING AS PERFORMANCE IMPROVEMENT.

The key idea in performance improvement is efficiency. That is to say,
if a problem solving program was put through an automated learning

process its performance would be more efficient.
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Efficiency itself is not new to DP professionals, but the means of
performance improvement will be. The first approach dealt with here
is improvement by . moving along the store-v-compute trade off. The

second will be improvement by search algorithms.

3.1 STORE-V-COMPUTE TRADE OFF.

This trade off is often domain specific., In some problem salvers the
gomputation of a solution is different for each input. While in others,
exactly the same procedure will be performed frequently. In these cases
it is worthwhile introducing memory into the problem. Each time a problem
is solved an ordered pair of values, representing the problem description
and a solution, is stored. This strategy is often called "caching"
or sometimes "memo-izing". The benefit of this approach is determined
by the frequency of encountering the same problem and the machine cost
of executing the problem solving algorithm. Some of the test cases are
fairly trivial but the applications in complicated domains should be
apparent.
One of the earliest learning systems was Samuel's (1959) checkers learning
program. It employed what has now become‘a standard alphabeta min max
search algorithm with a static evaluation function. To accelerate the
problem solving Samuel employed the Rote learning technique. This method
includes a mechanism for storing board positions as value pairs. Before
making a play the program compared the existing and previous situations.
Three main learning stratergies were used:

1. Playing against itself.

2. Playing against people.

3. Playing book games.

What is most interesting about Samuels work is the way in which he used
cache values to compute further cache values. This obviously increased
the efficiency of the problem solver. Almost all heuristic search programs

now use this last technique.

3.2 SEARCH ALGORITHMS.
Mostows BAR program (1983) is an heuristic learning program that seeks

to improve the search for solutions. It uses for its domain the game
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of HEARTS. The key point of learning is that portions of the solution
test can be ‘'pushed" into the generator of all possible solutions, in
order to improve the efficiency of the problem solver. Partial solution
tests are stored to be used later. It operates by applying a series
of transformation rules to convert the initial problem solver into a
more efficient one. It uses means-end analysis to guide the
transformation process. The BAR program generates all possible solutions,
at each point in the process it maintains a list of all paths under
consideration and selects one of these paths to extend and then generates
all possible extensions. There are five main steps to the algorithm
where information from the solution test can be incorporated into the
path-extending heuristic search.
1. The initial sequence can be set to something other than
the null sequence.
2. As soon as each active path is created it can be tested.
3. The active paths can be ordered to selection criteria
before selecting the next path for extension.
4. Eliminate paths that cannot lead to solutions using an
extension test.
5. The extensions can be ordered to some selection criteria
before selection.
The final problem solver is more efficient than the initial exhaustive
search because only those parts which are likely to lead to a solution
are generated.

4.0 ACQUIRING KNOWLEDGE AS MEANS OF LEARNING.

The most common ways of giving computers knowledge are through programming,
data bases, knowledge bases etc. Another way is to generalize from examples
that is to infer rules from facts (training instances). This is ussually

called inductive learning.

A training instance is a description of an event with an indication
whether it is a desired concept. For example, in poker we have
"(5,hearts), (7,hearts), (9,hearts), ( jack,hearts), (queen,hearts),
flush."

is a positive training instance.
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"(5,hearts),(7,clubs), (9,spades), ( jack,hearts, (queen,hearts),
not flush."

is a negative instance.

It is not always necessary to specify a particular desired result as
in this example
(rainfall,sunshine, temperature,pressure,date) where nice
day is (rainfall 0.5) and (Sunshine 6)
where the values of the fields indicate a positive or negative training
example. It is necessary to set up plausability criteria for deciding

which are better rules.

Using these three specifications, the training instances, possible
concepts, and plausibility criteria, the inductive 1learning system
can employ a generate-and-test algorithm. It is better to use the data
(training instances) to guide the search rather than use a resource

consuming, exhaustive search.

4.1 INFERENCE BASED THEORY OF LEARNING.

Human Knowledge is not static. New Knowledge is added and stored away
and old Knowledge is modified or discarded. We deal with contradictions
by either repairing established knowledge to account for the apparent
contradiction or replacing the knowledge considering it is to be false.
These two approaches can be seen as either revolutionary or evolutionary

and be used when deciding on a strategy for Machine Learning.

4.2 REVOLUTIONARY LEARNING.

Revolutionary 1learning is fundamentally the disgaurding of a piece of
knowledge when it is shown to be inconsistent and the generation of a
new piece of knowledge. This approach can bring about new and significantly
different knowledge or that which is closely related. That is to say,
two different formulations resulting in similar knowledge. For example
Einstein discovered what he considered to be a new theory but was in
fact a reformulation of Newton's second law of thermodynamics using

different premise.
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This theory of learning is also relatively easy to implement on a computer
system because no real familiarity with the current body of knowledge
is necessary nor 1is there any requirement for sophisticated knowledge
refinement mechanisms. It is important to start from first principles
using original facts and observations. EURISKO which learns by discovery
is one of the most significant Learning programs which discovered

elementary set theory independently from previous mathematical work.

However, this approach has proved to be of general academic interest
but often time consuming and inefficient. It is often best suited to

limited domains such as mathematical formulae.

4.3 EVOLUTIONARY LEARNING.

Evolutionary learning systems take advantage of knowledge structures
which are correct. It would appear to be far more efficient and
advantageous to increase existing knowledge by filling in the gaps and
modifying that knowledge. This approach can be roughly divided into

two main methods, premise-oriented and context-oriented.

4.3.1 PREMISE-ORIENTED METHOD.

This can best be described as "incrementally refining the main body
of knowledge". This is the way in which most humans maintain their
knowledge base. They make use of what they already know in assessing
a new piece of information and revise their opinion accordingly, rather
than reformulate all their ideas each time something changes. There

seem some obvious reasons for this

a) The world about us is continually changing and we act
accordingly.
b) Information is given sequentially and we relate it

to past knowledge.
c) Humans do not have a automatic delete function - we
may forget but there is no gaurantee. We ussually use

incorrect as well as correct knowledge.
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d) Memory size determines that we tend to remember the

facts that we use most - we rarely forget how to speak

or read.

When applying these factors to machines we are not as restricted. It
is easy to remove something from a machines memory but perhaps we should
not do so. It would be better instead to allow the machine to discard
information that is not wused in favour of new knowledge. It can also
be argued that the availability. of vast memories and fast retrieval
from strange devices means that there is not such a memory restriction,
however it would not be practical to devote large expensive machines
to a single application. Therefore good memory management should be
applied. This, of course, can bring into question the completeness of

the knowledge.

Perhaps the most succesful example of Premise-oriented learning is
Michalski's AQ algorithm (the quasi-minimal algorithm). The algorithm
generates a set of rules that describes all positive learning events
- a 'star' - each of whose elements can be conjunctive concepts (simple
concepts). The problem can be formulated as
'Given are a set of rules, a set of newly acquired facts
(new -learning events), and a set of previous facts from
which the rules were induced (old learning events). Then,
suppose that some of the learning events contradict the rules.
The goal is to transform the original set of rules to a new
set, such that the new set is complete and consistant with
all the new and old events and should be the most preferred

of all such sets’'.

As simple a way of 1looking at this is to break it down into four
basic steps
1) select an initial set of hypotheses
2) generate new hypotheses by generalizing existing ones
3) select the best hypotheses generated in step 2
4) review step 3 to see if the iteration should continue

(if yes go to 1)
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The key point is that the machine decides by some given selection criteria

what is the best rules to keep.

Tests completed on this algorithm showed this method to be between
5 and 100 times faster than the non-incremental method. The complexity
and the performance of rules learned were on average only slightly worse
than those 1learned in one step. These tests involved the problem domains

of chess end games, plant disease diagnosis and insect classification.

4.3.2 CONTEXT-ORIENTED METHOD.

This method is perhaps most relevant for the domains in which we tend
to build Expert Systems, in solving complex practical problems for which
there are imperfect rules. In this method the cases for when a given
rule does not work are gathered together and treated as exceptions,
so the production rules

if condition

then decision
can be altered to

if premise

then decision

unless censor
These censored production rules state conditions which, when satisfied,
state the reverse of the decision.
Logically equivalent to this is

if condition

then decision

provided not censor
These rules can easily be altered each time a new piece of information
(knowledge)is acquired

If the ignition key is turned

the the car starts
This is discovered, say 20 times, as the driver discovers every work
day for a month and is altered to
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If the ignition key is turned

then the car starts

unless the petrol tank is empty or the battery is dead
which the system learns one day when the driver is late for work. The
evidence supports this way of declaring the rule because the car

normally starts.

5.0 CONCLUSION.

This paper has looked at some of the theories of Machine Learning
but we have omitted discussion in other important areas, including learning
of grammers, functions, and procedures from examples and learning from
unclassified data(i.e. Clustering). The field of Machine Learning
cannot be dealt with in one paper. What has been attempted is an over

view of some of the approaches to learning.

In conclusion I will ¢try to outline uses for Machine Learning. These
techniques seek to improve on rule-based systems. They can be used to
generate rules for Expert Systems or any other rule-based application. The
techniques can be used to improve existing applications. The main idea
is to solve problems and therefore the domains are not restricted. The
most frequent use for Machine Learning has been in the medical field,
assisting in diagnosis and research. Machines tend to learn more rapidly
than humans (they do not get tired) and can process more information
nor do they forget. In most industries there are problems to be solved

and automating this process can save time and money.

Machine Learning Systems can be used to generate rules for a rule based
system, such as an Expert System. Human Users are often reluctant to
state precisely how they make their decisions. The decision making
process will often be explained away as experience, a 'gut feeling'
or intuition. If the data available to the expert is coullected then
the computer can 1learn what the rules for a target expression is. Some
experts have exceeded the 1learning process and therefore do not know
how to start explaining their reasoning process, presented with machine
generated rules they can assess them and use them as a starting point.
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THE ANALYST WORKBENCH REVOLUTION

ABSTRACT

The introduction of 4GLs has increased programmer
productivity by a factor of 300% to 400%. This has resulted
in increased pressure on analysts to produce accurate
functional specifications more quickly.

Structured analysis techniques are slowly improving the
quality of specification, however the lack of automated tools
has prevented their full implementation. Such techniques
require an analyst to draw complex diagrams such as data flow
diagrams and data models (entity models). Without a
workbench the drudgery involved in manually maintaining these
diagrams is a headache. In addition a key aspect of
structured methods is to prevent inconsistencies and
omissions occurring at the various levels of analysis. A
good analyst workbench will automatically highlight these
inconsistencies, which has previously been the responsibility
of the fallible analyst.

The majority of the 20 available analyst workbenches run on
IBM AT compatibles, including the HP VECTRA. EXCELERATOR and
IEW which at the moment can be considered as two of the big
three both run on the VECTRA.

The true potential with the HP environment is to 1link the
analyst workbench to HP's System Dictionary. This will allow
information to be controlled on a company wide basis and very
importantly provide the input to program development and
database generation. Their cost is high, but their arrival
heralds a great opportunity for the analyst to throw away his
paper and quill.

JIM FARROW and STEPHEN PRICE

DCE INFORMATION CONSULTANCY

Chester House, Prinsengracht 747-751,
Chertsey Road, 1017 JX Amsterdam,
Woking, GU21 5BJ. The Netherlands
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1) Why the Need for Methods

1.1 To Highlight Problems Quickly
As the development cycle procedes from analysis through design to

implementation, two phenomena occur. Firstly, the percentage of
error in estimation of total project cost decreases. Secondly, the
cost of fixing errors increases.
It is therefore vital that the development process is structured to
allow critical management, user and technical decisions to be taken
at the right time (i.e. early!)

1.2 To Provide a Means of Communication

As the number of people on a project increases, the amount of
productive time per day per person decreases dramatically.

Members of the team are spending more time trying to communicate.
Checkpoint facilities within a methodology provide a common means
of communication.

1.3 Proof of Progress

DP management is under constant pressure to show results, without
a methodology all we can do is push for early system completion,
thus instead of the project being time shared: 30% Analysis, 20%
Design, 40% Implementation and 10% Maintenance.

We save time on the analysis, resulting in: 25% Analysis, Design
and Implementation and 75% Maintenance.

But with a methodology we can prove our progress at each step by
producing checkpoint documents.
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2. What are Structured Methods

A methodology is an integrated set of procedures which provide a
complete framework within which a given task can be performed.
A methodology should enable:

- highlight problems quickly

- means of communication

- proof of progress

A methodology should provide:

- guidelines, not rules

- top-down approach

- diagrammatic representation

- standards for use and documentation

- step-by-step procedures

2.1 The System Development Cycle
Figure 1 shows how the different parts of a methodology are linked
together.

There are three major types of procedure. Firstly Data, which
needs to be analysed and modelled. Secondly Activities, again
needing to be analysed and modelled. Finally, a method for
bringing Data and Activities together.
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Objectives of the Systems Development Cycle Parts

Business Analysis

Data Analysis

Activity Analysis

Data Usage Analysis

Conceptual Access Path

Analysis

Logical Data Structure

Design

Application System
Design

Physical DB Design

Detailed Access Path
Analysis

To define the system aims and scope of
analysis.

To analyse the data resources.

To define the user's information handling
processes.

To cross-reference and check out the
consistency of DA and AA and summarise
the access requirements.

To determine how the activities/processes
use the data.

To map the data model to the logical data
structure taking into account any
database structuring rules.

To translate the user requirements into a
technical application system design.

To translate the logical database into an
optimised, workable physical database.

To determine how the processes use the
logical database.
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2.2 Diagrammatic Deliverables

There are four key diagrammatic deliverables that result from

performing analysis.

i) the data model (or entity model) which records the way in
which the business wishes to group items of data such that
any person or machine, responsible for performing a business
transaction, will have ready access to all necessary
information;

ii) the activity decomposition diagram, a structure diagram
showing activities performed within the business, decomposed
(broken down) into a number of levels showing greater detail;

iii) the data flow diagram, which shows the dependency of one
activity on another for data. It identifies the sources and
recipients of the business data and the cause or triggering
event that results in the activity being performed;

iv) the access path diagram, which shows how the activity
navigates the data model and quantifies the retrieval process
in terms of number executions per time period.

3) What is an Analyst Workbench and how does it help?
An Analyst Workbench (AWB) is a tool that aims to increase the
analysts productivity and accuracy.

3.1 What should an Analyst Workbench contain?
In order to fulfil the above aims an AWB must provide the
following facilities: high resolution graphics for modelling; a

data dictionary for definition storage and cross-referencing;
text processing, including keyword retrieval for documentation
generation.

All AWB vary in their levels of functionality and richness. The
question is to what degree does it support each function.

DATA MODELLING (Fig 2)
With regard to data modelling a "rich" or powerful data model

should allow for:
* entities including subtypes
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* relationships, displaying the following features:
- many-to-many, one-to-many and one-to-one
- optional, mandatory

- involution
- exclusivity
- identified by
Fig. 2 DATA MODEL
Customer 3— buys from ——— Salesman
L1
request
for
e
order [F——— for item Product P Y,
' g v ) made up
supplied ~_~ of
by stored
‘ at
m
Supplier Depot

ACTIVITY DECOMPOSITION

The activity decomposition diagram, besides allowing for
activities, should support the recognition of common activities,
activity repetition, optionality and the event trigger. (Fig 3)
The data flow diagram (DFD) needs to support activities both
internal and external to the study scope, plus'data flows, data
stores, event triggers, sources and sinks. (Fig 4)

At present no AWB supports access path diagrams. (Fig 5)

Fig 3 ACTIVITY DECOMPOSITION)

Order
Processing

Receuve Vakudate Ship

order order order
Process Process Check Inform Make up
Customer order Schedules Accounts Delivery
Retail
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MANIPULATION

How easy is it to manipulate the diagrams and add detail? For
example, can you move from your data model into the data
dictionary to describe entities and their attributes? Can the AWB
support the explosion or implosion from one level of detail to the
next? This applies to all the diagramming techniques, for
example, taking a global data model and developing it in detail or
exploding a first level DFD into the appropriate number of level
two DFDs.
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CONSISTENCY CHECKING

How well integrated are the functions. The techniques, if used in
conjunction, should cross validate each other, as indicated in
Figure 6. In the case of activity decomposition diagrams the
activity should be described in the appropriate level of DFD. If
an activity is added to a DFD is it automatically added to the
decomposition diagram? The DFD uses data stores and data flows
which should correlate to entities and attributes recognised by
data analysis. If the package does attempt to maintain
consistency, what technique is adopted? On-line verification
leads to a tighter design, but requires much more processing power
and time, whilst after-the-event reporting is less 1likely to be
actioned and water-tight. For consistency checking several
products have used PROLOG to set the rules. For flexibility the
customer should be able to switch the rule checking facility on or
off to suit his particular requirements.

SHARING DATA

Import/Export facilities are desirable, definitions and models
from other projects to be downloaded/uploaded as required from a
central encyclopedia, but with strict access and update rules.

3.2 What are the Benefits?

The traditional pencil and paper approach is marred firstly by the
drudgery involved in manually updating the models. Secondly a
manually kept dictionary of definitions relies on the all too
fallible skills of the analyst to spot inconsistencies, duplicate
names and omissions. Thirdly it is difficult to make the 1latest
version of definitions and models instantly available to other
analysts, particularly those based in other offices.

The DCE Information Management Consultancy Group has now used AWBs
for about 50 projects, and they clearly do reduce the drudgery of
redrawing models and updating definitions.

The AWB can be used to introduce a uniformity of standards within
a company through use of a common product and training people.

The results of individual projects can then be consolidated to
obtain knowledge at the company 1level. This will take time but
will result in better "integrated" sytstems. Many AWBs can
generate standard reports which could be included within a
functional specification. Some products, notably Excelerator, are
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close to being able to generate the complete specification to a
professional standard. Such a capability is again a step forward
as it will aid conformity of standards between projects.

3.3 What do AWB's need and how much will it cost?

Most of the 20 or so AWB run on IBM-PC/AT compatibles (including
the HP VECTRA). Excelerator and IEW, which at the moment can be
considered two of the big three, both run on the HP VECTRA.

The hardware to support most workbenches is surprisingly powerful
and expensive. Typically a PC/AT with 640K to 2M bytes of memory,
20M bytes or more of disc storage, high resolution screen,
possibly enhanced colour display, a mouse, plus graphics memory
expansion card, and high resolution printer. Representing 5,000
or more for hardware alone.

The cost of the AWB for the micro based products is in a range of
between 2,000 and 7,000.

3.4 The Future for Analyst Workbenches

Firstly there will be tighter integration between workbenches and
Application Development tools. Initially this will take the form
of interfaces, such as currently exist between Excelerator and
ICL's ODS dictionary.

Later, the AWB vendors will try to take over the design and
construction phases from present Application Development tools by
offering prototyping of screens and reports, transaction networks,
dialogue/exchange design, and database design.

Conversely, the Application Development Tool designers as
represented by, say, Cullinets Ads-Online, will build in front-end
workbenches to their own products to squeeze out standalone
models.
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4. Analyst Workbenches in the HP Environment

WHERE DOES THE AWB FIT IN?

MPE ) IMAGE DICTIONARY/V
KSAM) FILES
DOCUMENTATION UTILITIES UTILITIES
N
VPLVS HP OTHER
FORMS UTILITIES SYSTEM RUN TIME PRODUCTS
FILES DICTIONARY LINK (PROGRAMMATIC
ACCESS)
DOCUMENTATION UTILITIES RUN
TIME
LINK
w —————
OTHER COBOL WB/ |
STRUCTURES COPYLIBS |DICTIONARY|
{INTERFACE |
,SOFTWARE
HP3000 / T
DICTIONARY
DATA

AWB AWB

PC PC

FIGURE 7

In order to reap all the benefits from Analyst Workbenches it is
necessary to integrate them into your system. (See Figture 7)

The key to successful integration is the HP System Dictionary.
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4.1 System Dictionary

The Hewlett Packard System Dictionary 1is seen as a key product
over the forthcoming years for application development. It is
described as being 'extensible'. This means that not only can it
be used to record information required for program development but
it can also be structured to capture the results of analysis. The
first stage involves structuring the dictionary in such a way as
to accept the results of data analysis. In essence this requires
the recording of entities, relationships between entities and
attributes, that define the entity.

Data Dictionary Structure

A standard dictionary structure requires to be built at the
outset. The structure, shown in Figure 8, is as follows.

Domains allow for the different business views to be recorded.
The COMMON domain will hold the CONCEPTUAL and  LOGICAL views.
These views are the 'perfect' conceptual world and how that
conceptual model will be mapped to a logical DBMS (database
management system). This provides the view of where the company
wishes to get to. Additional domains are used to describe the
current or 1live situation. This allows a picture to be built
showing where the company is, where it wants to be and thus allow
for the development of a migration plan.

Structure within each Domain

Within each Domain a top down approach will be taken. At the
highest level is the Subject Data Area (SDA) which is a high level
grouping of entities e.g. FINANCE, CUSTOMER AGREEMENT and THIRD
PARTY. The grouping of entities 1is open to individual
interpretation, is Finance and Accounts one or two SDAs, which SDA
should the entity VAT appear in?

Initially within the common domain each SDA will contain a number
of 'conceptual' entities, as time progresses these 'conceptual'
entities will map to 'logical' entities.

Both conceptual and logical entities are described by 'data
analysis attributes'. The description of logical and conceptual
data analysis attributes are primarily the same. Therefore to
prevent having to replicate these descriptions both types of
entity are allowed to share the same occurrence of data analysis
attributes.
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Figure 8 - System Dictionary Structure
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4.2 Interfacing the Analyst Workbench to System Dictionary

In the last section we examined a way for allowing HP System
Dictionary to capture analysis data. The next step is to have the
dictionary populated from the validated dictionary of the Analyst
Workbench.

As the structure of the dictionary in the Analyst Workbench will
almost certainly be different to that of System Dictionary, it is
necessary to have additional software. (See Figure 3).

The interface software would probably be a simple conversion of a
subset of the workbench dictionary into System Dictionary format.
Although there is no reason why the whole Analyst Workbench could
not be catered for, using System Dictionaries extensibility.

Once the System Dictionary has become mature it will feed the new
individual projects, who will have the Analyst Workbench and
populated dictionary to work with.

5) Conclusion

Structured methods allow the analyst to highlight problems
quickly, provide a means of communication, and provide for proof
of progress.

The Analyst Workbench imposes a standard methodology and gives the
analyst productivity gains by removing the drudgery.

The Analyst Workbench also enables the analyst to provide better
quality deliverables, by automatic cross validation techniques.
The HP System Dictionary provides an ideal point to 1link the
Analyst Workbench into the HP environment.

Analyst Workbenches are not cheap, but the benefits to be gained
now, and in the future, are well worth the outlay. Their effect
on the system development life cycle will be more dramatic than
that of 4GLs.
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System Development and Prototyping Using 4GL's
- The Changing Role of the Programmer -

Jirgen Fritz
JF Management-
und DV-Beratung

Lanzelhohl 34

D-6500 Mainz 1

INTRODUCTION
The Challenge

We may assume that there is no controversy. It is easily to
define what the challenge is:

We have to provide the application software that
users need, when they need it.

We will also agree in the review of our real DP world:

Users don't have the systems they need (or want) and
they got came months and years later than wanted.

There feeling is always to be behind the nice ideas

the

what

they

heard about.Ads of all the computer vendors explain them the

great chances of computing.

We EDP-Professionals will also agree in the permanently growth of
the computer technology. The performance / price relationship is

improving from week to week.

When the situation of users in our organizations is not as

nice

as we want to have it and we can't get it over years, then we

might assume that there is something else which must change.
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System Development Productivity

Most. EDP-managers understood during the last years that they have
to increase the productivity of their development staff. Many of
them found that a 4GL is a realistic way to overcome the backlog
problen.

But not all of those intelligent managers found after reviewing
the year the results which they expected. Some of them thought
having chosen the wrong 4GL. May be!?!

Why do we need to improve productivity?

- There is a significant visible and an enormous invisible
backlog.

- We can't longer live with the reality of the growth in instal-
lation of computer systems and the shortage of experienced,
trained professionals.

- Todays development methodologies that of hand in hand with
traditional or 3rd generation software tools will just not
give us the productivity we need to meet our challenge.
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Traditional Methodology

What we

followed for a long period of time is a well known

concept of development phases which are characterized by:

- Each phase has a certain goal to reach

- One

phase is clearly separated from the former an the next

one by well defined criteria.

- Different individuals may be responsible for the different
phases.

What are those phases?

1.

Feasibility Study

- The benefits of the endeavor are evaluated and a
project is given the go ahead.

Requirements Definition

- Here the functionality of the system and the data
structures are clearly and specifically defined. The
users review this specification documents.

System Design

- The users and the DP professionals meet regularly to
redefine the specs and finally, at long last the specs
are signed off so programming can begin.

Programming and Testing

- Here those programmers are off writing and testing
programs to meet the specs and before you can say 'Jack
Robinson', voila, the system is done.

Implementation

- Now the system is sent out with flags and a brass band
blowing to a burst of user applause and an office full
of excited and appreciative users.

Production

... everyone lives happily every after.
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REAL TRADITIONAL DEVELOPMENT

Now seriously friends!
How many of you find this conversation well known:
"But I'm sure that is what you asked for".
"I know what I asked for but it's not what I wanted".

That is really the key to the inherent limitation of traditio-
nal development methodologies.

It sums up why we cannot continue to develop using todays
methodologies and tools to meet our challenge.

It is a known fact that depending on the source, 80 to 95 % of
the maintenance work in applications is due to errors in requi-
rements definition. Harry Sneed says it with other words: "80 %
of the requirement definition is done during the debugging
phase". Remember that is the phase of development where users
say what they want, the DP professional interprets that and
writes down what he thought the user wanted and then the users
signed off on what they thought the DP professional meant about
what he said about the user wanted.

For every dollar (or shilling) spent to correct an error during
requirements definition by meeting again, clarifying, signing off
etc.it costs 75 dollars (or shillings) to correct it if it re-
mains undetected until implementation and acceptance testing.

The bottom 1line is that 60 - 80 % of the maintenance that is
done once a system has been installed is done to correct
errors that occurred in requirements definition.

What are we doing when we are maintaining the system for these
problems?

We are not developing new systems, we are giving the backlog
unnecessary opportunity to build up.
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Why Errors?

Why do errors occur in defining requirements?

1. First of all it is difficult for users to really visualize
exactly what they want.

2. It is often difficult for us to identify all users who will
either directly or indirectly be affected by a new systen.
Those users to often disagree on how things should look.

You see in order to be successful with traditional development
we assume that the user knows what he/she wants and is able to
describe this in a clear manner.

So the most fundamental aspect of successful system development
is Effective Communication.

Assumes
Traditional development methode assumes that users

1. Know what they want
2. Communication is working effectively
3. Requirements are static

Traditional development methode is plagued by

1. Long development times
2. High costs and time for maintenance
3. The build up for backlog

As more computers are installed and the number of trained pro-
fessionals per installation degreases we need to do something
drastically different.
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4GL's

They are known as languages which ensure to give results in one-
tenth the time of COBOL.

I hope we agree that

"Productivity not a case of simply running fast, but more
importantly, ensure that you are heading in the right direction".

Because using a new tool does not automatically mean that
the answers will be more correct, it just means you'll make the
same mistakes faster (and see them sooner!).

Prototyping

Prototyping is not a new concept. It is an accepted methodology
in engineering, manufacturing and construction.

In the text "In Search of Excellence" the authors identify that
the first ingredient in a receipt for success is

"rather than have 150 engineers working on a single project
which has a planned completion time of 15 months - engineers
are split into groups of 5 to 25 people who work closely with
clients to develop prototypes in a matter of weeks. The
unsuccessful ideas are discarded, the successful ones are
implemented".

So then the task at hand is to apply these proven ideas
and concepts to the development of application software.

In the "Search of Excellence" example for company success we
had the engineer and the customer.

For a software development projects success we have the develo-
per and the user.

So, we begin to build the idea of prototyping by identifying that
key players in this new methodology are the user and the deve-
loper.

Now, so far it doesn't appear all that different from tradition-
al methodology. If we examine the example a little further we
see that it's not just who the key players are that important but
how they play with each other.

"working closely ... to develop ... unsuccessful ideas are
discarded, successful ones are implemented".
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So, successful prototyping depends in close cooperation between
the user and the developer.

The user and developer work closely to go from a first functioning
version of the application that exhibits all essential features to
a final product that meets the needs of the user.

Simple

It all sounds so simple. Why aren't all DP shops that are using
4GL's embracing this methodology called prototyping?

I think it may have something to do with limited liability.

In traditional development the application is defined (the feasi-
bility study), the formal specs are signed off and the programmer
codes and tests until the programs meet the specs. At this point
if all went well we have success. The specs are the yardstick for
measurement and they are static and unchanging.

Hence limited liability if you've met the specs you have done job
regardless of the appropriatress of the finished product.

It is often very difficult to adjust to a new mentality. With
prototyping an application is continually re-developed and really
the job is never finished.

It is a dynamic process of growth and change. There is no longer

a fixed wunchanging definition of the system to measure your
progress against.

How Do We Get

What is it the prototyping really gives us?

The opportunity to reduce the probability of errors in the requi-
rements definition. The prototype itself represents the specifi-
cations.

The user sees the system and is now much more capable of deciding
whether it is really what was wanted.
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How Exactly Prototyping Occurs

Now how does all this happen anyway.

The easiest way to describe the prototyping process is to review
the tasks that must be performed.

Users and developers meet to discuss fundamental tasks of the
application.

Questions like

- What information do we need to collect?
- What info appears on reports?
- What transactions need to be performed?

"The very basics"

Developer builds from this information the first prototype. It
will exhibit all essential features: menus, screens, reports etc.
Developer produces documentation (online help!) so that user can
systematically evaluate prototype.

User then systematically with document, reviews and evaluates the
prototype.

Developer revises the prototype, adds missing essential features
and begins firming up database design and logic.

The last three steps are repeated with the key being timeliners.
Each repetition will further solidify the database design and the
required logic.

With this methodology we are talking about an iterative process
that starts as a tool to create a visual representation of users
requirements, continues to confirm the feasibility of the appli-
cation and finally evolves to a state where in fact it is a bona
fide production system.

So there we go, the answer to all our problems!

Not so fast!
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When Not To Use

There are without a doubt situations where it is wrong to utilize
4th generation tools and the prototyping methodology:

1. When there is lack of commitment
That is, when there is not commitment from management to

educate the users in their new, integral role ’'in software
development.

2. Also lack of commitment from DP professionals. When they are
unwilling or their environment makes them unable to spend
the time developing their skills in the 4GL itself and the
prototyping concept.

3. When a solution already exists.

Prototyping should not be viewed as a license to re-invent the
wheel. It is just a counter productive exercise.
To Consider

If we want to experience the benefits of prototyping an 4GL
development tools there are a few things we should consider.

1. Be prepares to deal with the issue of deciding when a system
is finished enough to go live.

2. Be prepared to deal with more integral role of users and the
greater communication required between users and DP.

3. Be prepared with the changing role of the analyst and the
programmer.

Nice, isn't it? Three times I asked you to "be prepared". Easy
to say. Also easy to do?
I think to be really successful we have to take into considera-
tion another point.
All these "be prepared" must two sources:

1. Change your mind about your and the users role.

2. Sit down and learn (now together with your friend the user).
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Programmers typically are technically oriented people. ' They are
working 8 hours per day (and often longer) with the computer. Now
the demand comes up to work primarily with people instead of
technique. We have to accept that this is a change which might be
very hard to understand and to realize for some of us.

There has a process of training to be set up which is more than
just learning new keywords and syntax. It is a process of jumping
in personally and to give up the one or other prejudice about a
methodology I haven't heard about before and more and mainly
about the people outside my well known DP world.

The programmer has to understand that his chance to meet the
challenge and to increase his personal influence is only realis-
tic if he changes from the programmer (working with the computer
on programs) to a consultant (working with users (often with
managers) on solutions).

The individual who doesn't see this changing role can't have the
success which is normally concerned with the new software (4GL)
and the new methodology (prototyping).

But those who take the chance and keep this triangle balanced
will see a quite new career path opened and another level of
satisfaction during their 8 or more hours job.
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Command language interfaces are not always the most appropriate tool at the initial
stages of report design. A loosely constrained graphical notation can be much more
useful. Visual programming techniques introduced on the Xerox StarTM, and
popularized by the Apple LisaT™ and the Macintosh TM, have now made the use
of such a graphical notation much more feasible. Also, the direct manipulation
techniques described by Schneiderman are now viable because of the wide-spread
availability of bit-mapped graphics screens and pointing devices such as the mouse.

This paper briefly discusses visual programming concepts, and then describes the
implementation of a visual programming interface (VPI) for a 4GL report writer.
The basis for the design is an object-action syntax. A set of icons was designed
which represent atomic report entities, and a graphic editor built to manipulate
these entities into a report structure. Attribute sheets associated with each of the
report entities allow definition of the report entities to the data dictionary. A menu
bar controls menus of all possible actions to be performed on the objects. A
facility to switch easily between the graphical and textual representation of the
report is provided, with direct manipulation editing available in both
representations. Modifications made in one representation are automatically
reflected in the other.

The combination of the VPI with a 4GL makes the design and modification of
reports remarkably straightforward, and suitable both for end users and application
programmers.

Introduction:

In late 1984 and early 1985, Cognos Inc. was involved in a consulting contract with the Ice Branch of
Environment Canada, to produce a conceptual design, functional specification, hardware-software
specification, and detailed implementation plan for a system which was to archive all available
information on sea and lake ice, and iceberg conditions, in Canadian and adjacent waters [Dudley 86].
Two constraints had a considerable impact on the approach that was taken in the design of the system:
only two people were available to produce the work, and the work was to be done over an elapsed
time of four months, including the Christmas and New Years holidays. The limited resources and
timeframe forced us to rely primarily on computer-generated diagrams, made up from a minimum
closed set of icons (which we designed), as the basis for the work. We simply didn't have time to
produce a textual specification. We found that our design approach was completely altered as a
result. In the process of cleaning up system diagrams, we discovered connections in the diagram that
were incorrect. Some areas of the diagram had become extremely cluttered; attention was being
drawn to those areas, strictly because of their visual appearance. By rearranging the diagrams to
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eliminate the clutter, we were able to remove unwanted redundancies, minimize the number of
interconnections between entities, and in effect produce a "canonical form" drawing of the system.
One system diagram was shown to a colleague who had been involved earlier in the project. He
looked at the diagram for about fifteen seconds, and asked where the connection was between two of
the system modules, knowing that that connection had been part of the original User Requirements.
He had found a mistake in the design, which had appeared visually as a blank area in the system
diagram. At that point, we realized that we could literally design graphically at the high level. We
also realized that we could concisely communicate a tremendous amount of conceptual information,
by primarily using diagrams illustrated by text, rather than by using text illustrated by diagrams. The
diagramming also forced us to modularize our design, and do it fairly rigidly, while at the same time
without overspecifying or overconstraining the individual modules or their interfaces, which could
have imposed hidden restrictions on the design.

The Hardware/Software Alternatives portion of the project posed another problem for us which we
were able to resolve graphically. We had determined that the system hardware block structure
consisted of five modules. We needed to ensure that these five modules supported the complete
functionality of the system we had designed. We were able to graphically superimpose a system
block structure diagram over the functional specification diagram. This was done visually, by
working with the shapes in the functional diagram, and mapping the five structural blocks onto those
shapes. When we were able to successfully come up with a clean mapping of the block structure

diagram over the functional diagram, and were able to draw it, we became increasingly confident that
our design was sound.

Our experience with using icons to design this system has prompted us to investigate the potential of
applying a similar approach to business applications. Graphics hardware, particularly bit-mapped
screens and pointing devices such as the mouse, have now become widespread and relatively
inexpensive. Windowing systems are becoming common, and object-oriented programming is fairly
well understood. This combination of events has resulted in some interesting software development
techniques, particularly in the areas of direct manipulation and visual programming. The remainder of
this paper describes our current research, utilizing these techniques, toward the development of a
visual programming interface (VPI) to a report writer.

Background:

The terms "visual programming” and "program visualization" are sometimes used to refer to the same
thing, when in fact they represent entirely different concepts [Meyers 86). According to Meyers,
visual programming refers to a system that allows a user to specify a program graphically, while
program visualization, on the other hand, allows a conventional, textually-specified program to be
viewed graphically. This distinction is blurred in the literature, but can be easily remembered by
thinking of visual programming as the specification stage of programming, and of program
visualization as the documentation or analysis stage.

Another important concept in this context is that of "direct manipulation” [Schneiderman 83]. Direct
manipulation is the set of principles which include visual representation of the objects of interest,
selection and physical actions instead of keyword commands, and rapid incremental reversible
operations [Schneiderman 86]. It is the principle used by such systems as the Xerox Star™, and the
Apple Macintosh™ and LisaT™, as well as most video games. It lends itself well to object-oriented
programming, and is sometimes referred to as the "point-and-shoot" approach. This is the approach
in which the designer selects an object (points), then causes some action to be performed on the object
(shoots). An example of this point-and-shoot technique in a word processing application is to
highlight a block of text, and then to choose a CUT or COPY or DELETE action from a menu. This
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approach can be very straightforward and easy to learn. File manipulation becomes almost automatic:
To delete a file, one drags a picture of it onto a picture of a trash can. No more trying to figure out
whether the command to delete a file is DELETE , DEL, REM, X, KILL, RMFILE, and so forth The
principle at work here is that our reading vocabularies are considerably larger than our speaking or
writing vocabularies, and that we can do more error-free work by pointing at things and moving them
around, than we can by writing about them.

The visual programming and direct manipulation techniques also make it easier for a designer to
present a system to the user in the user's own framework, rather than in computer-ese. Users
"...develop conceptual models - mental representations of the workings of the system." [Rubinstein
84]. The user's conceptual model must correctly predict the behavior of the system. The system
designer must therefore anticipate the conceptual model, and present a consistent external myth which
will reinforce it. (The reason the word "myth" is used is because it is a representation of the internal
workings of the system, and may not correspond to the actual internals of the system. [Rubinstein
84]). If the user's conceptual model corresponds well to the designer's external myth, the user will
be able to deal with his problem at a higher level of abstraction, and not get mired in the workings of
the application or the user interface. The use of icons and their direct manipulation lends itself well to
the presentation of an external myth. The most common example of an external myth is the familiar
desktop metaphor.

Design of the VPI:

The visual programming interface which we are designing is based on a noun-verb-adjective/adverb
syntax, in which nouns are represented by icons, verbs by menu items, and adjectives and adverbs by
property sheets and dialog boxes. This syntax is presented to the user, using the desktop metaphor,
as shown in Figure 1:

0BT D00 00T RRI NN

Figure 1

The user creates a report specification by selecting the appropriate icons from the icon menu,
arranging them on the desktop workspace according to how the final report is to look, and defining
each of the report elements (represented by the icon and its attributes or properties) to the dictionary,
through the use of menu selections and property sheets.

Each icon has an associated property sheet, which can be considered as the window into the
dictionary for the particular report element represented by that icon. The report writer itself is
completely defined by the determination of what report elements are made available to the user
through the icon menu, which actions are available through the menu bar, and what attributes are
available on the property sheets asociated with each report element. Dialog boxes are available for
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actions which require clarification. The combination of icon, menu items and property sheets must
present a consistent graphics vocabulary to the user in order to be effective.
The icons used in our VPI, and their definitions, are listed in Figure 2:

B ————— lemvalue
s ~sensnsnecsmsnneee Vertical list of values of an item
ESESSS - Horlzontal list of values of an ltem

----------- Crosstabulation of valucs of an item

Conditlonal reporting element

Figure 2

(The design of the icons, and in fact the design of the whole desktop, is a critical part of the success
of a visual programming interface. This issue is addressed in some detail in [Verplank 86]. The
icons must visually resemble the report elements which they represent, and give the illusion of
directly manipulable objects. The whole desktop needs to present visual order, and provide user
focus. In addition, the entire system needs to reveal a structure which is consistent with the user's
conceptual model, so that the user always knows where s/he is, and what will happen if s/he hits the
DELETE key [Goldberg 86], [Verplank 86].)

The best way of describing the VPI is with an example. (For this example, it is assumed that the
hardware includes a bitmapped graphics screen and a single-button mouse.) Suppose a report is to be
created which consists of a sorted list of an organization's employees and their telephone extension
numbers. The telephone numbers are four digits long, the first digit of which indicates the floor on
which the employee works. The list is to be sorted alphabetically, by floor, with appropriate titles.

Using the VPI to produce the structure for this report, the user creates the diagram shown in Figure 3:

R RS S E RRR BB RSS EIRSE

= m?mmzs%zz»wmwm&%ﬁm@xmmmmww&%

Figure 3
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Icons are placed on the desktop by clicking on them in the icon menu with the mouse, then dragging
them into place on the workspace. In this example, vertical list icons are placed next to each other,
representing lists of the employee names and the employee extensions. Label icons are then placed
above each list. A label and item icon are placed above that group, adjacent to each other. This
picture represents the portion of the report for one floor. Because this group is to be repeated for each
floor, the control-break-specifier icon is placed around it. (In the cases of the control-break-specifier
icon and the report/subreport-specifier icon, once they are placed on the desktop workspace, they can
each be selected and stretched to any rectangular shape, in order to enclose other icons.) The
direction indicator on the control-break-specifier icon is set to point to the right, indicating that the
group is to be repeated horizontally, instead of vertically. The report/subreport-specifier icon is then
placed such that it encloses the entire group. The resulting diagram defines the structure of the report,
and all that remains is to identify each of the report elements to the dictionary.

Figure 4 shows how items are identified:

H : ¢ ': - H H 'i ]
opods | Edt | Format  Action | Poge | Layout  Stalus | Reports [Edt :Format | Acton glmglaym Stolus

-
B3 =N
0 O
‘emp_nams o>
| B
O
o] | &
gl . ]
@ Figure 4 (b)

The property sheet for the left list is brought up by double-clicking the icon (Figure 4a). When the
property sheet is displayed, the user keys in the item name for the list. If that item is defined in the
dictionary, its attributes are placed on the property sheet. The user then clicks the close box in the
upper left corner of the property sheet. The resulting picture (Figure 4b) indicates that the item is
defined by displaying the item name at the top of the list. The icon is also expanded by the system to
the size necessary to correspond to its size attribute in the dictionary.
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Figure 5 shows how items are defined which aren't already in the dictionary:

ports § £t | Fomat | Acion | Page | Lovout i status § Reports |£n romat | Adion iPoge itoyou |siotus

-
- floor_num
CER
S S
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(a) Figure § ®)

The item icon in the title for the repeating group is double-clicked, bringing up its property sheet.
When the item name is keyed in, and the name is not found in the dictionary, the system prompts for
a definition. In this case, the item is the floor number, which is calculated as indicated on the
property sheet in the diagram. Default attributes are assigned, depending on what is keyed in. The
resulting picture is shown in Figure 5b.

Figure 6 shows how control breaks are specified:

SRS RRIRRRIRIRISBIE

mepons |t {Formot | Action | Poge i Layeut | slatue

Ropons ikt {fomat | Ackon |Poge |Loyou isiotue }

RIS SRR AR

(@ Figure 6 (b)
The control-break-specifier icon is double-clicked, bringing up its property sheet, and the control

break variable is keyed in (Figure 6a). Note that the control break variable does not have to appear on
the report itself. The resulting picture is shown in Figure 6b.
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The employee list is to be sorted. This is an action, which is invoked as shown in Figure 7:

= SRR RIS = R AR ERBSEBS5S
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(a) Figure 7 (b)

The employee name list icon is highlighted by clicking on the top item, then dragging the cursor down
the list. This selects the entire list, as opposed to just the first item in the list. While the list icon is
highlighted, the Action menu is pulled down, and the Sort item is selected (Figure 7a). This causes a
dialog box to be displayed, asking what type of sort is to be performed. Because the list associated
with the selected icon is alphabetic, the numeric sort options are disabled. (This is an example of how
the system can be constructed to prevent the user from making errors.) When the OK? box is clicked,
the menu is hidden, and the resulting picture is displayed (Figure 7b). Note that the fill pattern of
both lists has been changed. This shows two things: that some action has taken place on the indicated
report element, and that the indicated report element has some dependencies on other report elements.
The actual dependencies are not shown on the report structure diagram, but are available on the
relevant property sheets.

Figure 8 shows how label strings can be defined. Note that the string value appears inside the icon,
becoming part of that icon. The icon is also expanded to accomodate the string. The font and size of
the string can either be set or modified on the icon itself, by highlighting the icon, then selecting the
size and font, or on the property sheet.

“leports | Et iFormat | Action i Poge | Layout | Status Reports isa {romat i Action |Poge [Loyour istatus |
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Figure 9 shows how the report/subreport is named:

RN

R R R ERERERER R

Once completed, the report/subreport can be saved by use of the Save item in the File menu.

All physical layout on the page in the above example is done by defaults in the system, depending on
the relative spacing of the icons in the report structure diagram. However, in the case of pre-printed
forms, certain layouts are predetermined, and the report must fit the layout. The Layout menu

provides the facility for accurately placing report elements on a page, through the facilities of grids,
rulers, and calipers (Figure. 10).

" Ropods | tdt | Format | Action | Page JESTIRE stotus | Reports |£at irormat | Action {Page FESTINR Slotus

ow Show Rulers
- e R - o e
Show gop E Show o -.'i'"
Tum GAd On Tum{ @
row Gicines e Show L] |
Akgnto Gad Align] O Inches
Algn Objects... & Align] ® Oms -
: Points
=
(@ Figure 10 (®)

Rulers can be displayed across the top and down the left side of the screen, and can be set to a variety
of units (centimeters, inches, points, etc.). As the cursor is moved across the work area, the current
cursor position is tracked on both of the rulers. Used in conjunction with an enabled grid, this makes
it quite straightforward to accurately position report elements on a physical page.
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The calipers provide a mechanism for directly specifying distances between report elements, and sizes
of report element fields. (The caliper icon does not appear in the icon menu, because its use is one of
action, and it is not part of the report structure.) The calipers are used by selecting the horizontal or
vertical caliper icon from the Layout/Calipers menu and dragging it onto the work area. One end of
the caliper can be locked by clicking on it, and the other end positioned by dragging to the desired
(horizontal or vertical) position, then clicking on that end to lock it. If the Show size or Show gap
menu items have been selected, the distance spanned by the caliper will be continuously displayed
between the caliper ends while the caliper is being set. If not, it will not be displayed until both ends
are locked into position. In order to force a dimension onto the caliper, the user locks it into position,
then clicks on the displayed dimension, and keys in the desired dimension. The caliper will be
adjusted to the new dimension by the system, and can then be repositioned as desired.

The actual positions of report elements can be seen on the property sheet associated with the
report/subreport icon, or by highlighting an icon or pair of icons and selecting the Show size or Show
gap menu items from the Layout menu.

Some Problems:

One of the major principles in the design of user interfaces is "Know thy user". This presents some
severe difficulties in designing an interface to something like a report writer (which is in fact a
graphical language), because of the diversity of potential users. These users range from the
hacker/guru, to the application programmer, to the Vice President of Finance, to the CEO's
administrative assistant. Each of these users approaches the system with a different conceptual
model, and with different expectations of how to use it. In spite of the popularity of systems that
utilize direct manipulation and icons, many of these users simply don't take them seriously...they
don't believe that such systems provide enough flexibility to allow them to do what they want to do.
This, in turn, poses the question of whether or not to design a closed system that does only the tasks
which have been specified for it in the Task Analysis (which is another of the major principles of
system design...).

We are addressing this problem of appealing to a diversity of users by providing several interfaces,
and making it easy to switch among them. The Visual Programming Interface produces an internal
report definition, which can then be edited using a syntax editor, or which can be run to create a
report. The report itself can then bemanipulated using the What-You-See-Is-What-You-Get
(WYSIWYG) principle, in combination with direct manipulation techniques. If the report structure is
not satisfactory (in the example above, maybe the control break group should be printed vertically
rather than horizontally), the system provides the capability for the user to switch to the interface
which is best suited for making the required changes. (Incidentally, this change is extremely easy to
make using the VPI...one just changes the direction of the control-break-specifier icon. The system
does the remainder of the formatting.) The problem that this approach (the provision of several
interfaces) leads to is how to make a smooth transition between interfaces, and how to maintain an
internal representation of the report which can be efficiently operated on by all three interfaces.

Another problem with which we have been dealing is that of conditional reporting. One of the
underlying principles of the VPI is that people recognize documents initially by their visual
appearance...that is, how they are laid out. The VPI takes the approach that the user lays out the
report how s/he wants it to look, then goes about defining each report element to the dictionary.
However, the case arises in which the report format may change, depending on some condition. In
other words, there may be instances when a report has three columns in a group, but other instances
where it may only have two. Our first attempts to solve this were seriously frustrating, and we
eventually decided that it couldn't be done in the VPI context. We have subsequently decided to
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include the concept of a Black Box, (and developed an icon for it), to represent a conditional reporting
situation. Our current thinking is that the Black Box will appear in the report structure wherever there
is a conditional reporting situation. When the Black Box icon is opened (by double-clicking, for
example), the alternative report structures will be displayed, as will the determining condition
associated with each of them. At the time of this writing, this problem had not been fully addressed.

The conditional reporting problem causes some philosophical consternation with the VPI. The
diagrams generated using the VPI were intended to be analagous to the schematics for an electrical
diagram or printed circuit board. The idea was that the diagram was essentially a software
schematic...a diagrammatic representation of the actual report, which was recognizable immediately,
and fairly clearly understood, because of its visual shape (the idea of "revealed structure” again).
However, the analogy suffers with conditional reporting, particularly when the conditional reporting
variable doesn't physically appear on the report. The analogy suffers further, because a printed
circuit board schematic doesn't necessarily look like the finished board, but we are saying that the
report structure "schematic" strongly resembles the finished report. We are still struggling with this
one.

Future Work:

At the time of this writing, the implementation of the actual VPI was just beginning, and
consequently, we have not yet been able to test our ideas in a prototypical environment. We believe
that we will benefit considerable from building the prototype, and will be able to refine the design to
provide an excellent interface. The main area where we expect to learn is in the definitions of the
actions which appear in the menu bar. Because we are building a closed system with this interface,
we must ensure that this set of actions is at least necessary and sufficient, and we.can't expect to
determine a priori whether this is the case.

We have not yet decided how to handle file access and linkages. We are considering having the
system infer which files are required, and how they should be linked,from the report structure. Other
alternatives are to have the user select file names from a scrolling dialog box, or to provide another
desktop at the file level, and have the user specify the required files and linkages graphically.

We also haven't finalized the characteristics of the property sheets...what goes on them, how they are
organized, and how they interface to the dictionary. There is also the question of whether the
propertry sheets should look the same to all users, or if they should be different, depending on the
user's security access to the dictionary.

When the interface is stabilized, we expect to have learned enough about how to deal with visual
programming and direct manipulation to provide a VPI for the entire STORM environment, and
potentially to operating systems in general.

Summary:

We have designed, and are in the process of building, a visual programming interface to a report
writer. This interface will allow users to graphically design report structures, which can then be
executed to produce finished reports. We believe that this approach makes the design and
modification of reports remarkably straightforward, and can significantly improve the productivity
both of application programmers and of end users.
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The Human Interface to 4GL.

Abstract

This paper describes the change in application development due to
the availability of 4GL. It describes the position of the end-user
as well as that of the DP professional and explores the critical
success factors and hazards. It includes experience with
ARTESSA/3000.

1. Definitions

"Human" in the context of my address, means individuals who are
able to communicate in such a way that they understand each other
i.e. they speak the same language, and have a strong desire to
understand each other. The word "human" presented at a computer
show also means that we as DP professionals are becoming more and
more interested in human beings, and the way they communicate with
their systems. We are coming down from the "Ivory Tower" of
data-processing.

Finally we are coming to a situation where users decide whether
they want to use a computer, how and when, and for what purpose.

Today, the computer is de-mystified due to widespread home
computers, PC’s on workers’ desks, and better education in this
field.

Market research in 1975 showed that every family in the US used 20
to 30 electric motors in their household, varying from hairdryers
to lawnmowers. Nowadays, the average population of silicon chips
per household is already 3 to 5 and expected to grow dramatically.

This growing consumption is due to the improved user—-friendliness
of these devices. We soon shall hardly recognise that a chip is
incorporated in a device, as they behave in a more "human" manner.

How this should happen can be described under the definition of the
INTERFACE. This needs a description of how to communicate, by what
means, and what the subjects are. An understanding of the process
is required, in order to obtain benefits from the interface.

What is an example that more or less describes the function of an
interface ? When a long distance call is in progress, the interface
shall be a common language. In a situation where there is
face-to-face contact, for example, you need a slice of bread,
gesture or "body-language" will often suffice to explain. Again, a
common language.

We make the assumption that all participants are willing to 1listen
to each other, and to understand.

This leaves the question: what is a 4GL ? Whatever we may think
today, the judgement rests with the historians of the future.

After the machine-language and assembler era, and pending the era
of procedural languages, we were able to identify the first and
second generation. By procedural 1languages I mean COBOL, FORTRAN,
Basic, Algol, etc. Commonly we have decided that these languages
are of the third generation.
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The need for classification became urgent when the so-called fourth
generation appeared on the horizon. In what way is a 4GL different
from a procedural language ? Perhaps the following statements
clarify the definition:

¥ Integrated and Compatible.
4th Generation Languages must be able to integrate easily with
other tools, so that the whole appears as a coherent set of
tools, for the (end-)users. Technically speaking, there must be
common components, and compatibility of functions and language.

* Powerful Man-Machine Dialogue.
The state-of-the-art allows us to instruct the computer wusing
non-procedural languages, but we should not have to cope with a
glossary of unfamiliar and incomprehensible terms. The better
system helps you to check your input.

¥ Transparent and Portable.

The physical storage of data in a computer is of no concern to a
user, so the user should not be burdened with knowledge about
the underlying data structure. The 4GL must even protect the
user from the operating system and its incomprehensibilities.
The 4GL should be completely problem—oriented and environment
independent. So the installation of a new operating system, or
even new hardware, should not hamper the functionality of a
system.

¥ User Friendly and designed to cope with Human Factors.
The software must forgive wuser errors. It must organize
information in the same way as a user sees it. "Key paths" are
of no concern to a user, he just simply wants to retrieve
information from the system.

¥ Central and Generalized Data Dictionary.
There must be a Data Dictionary which is flexible, and able to
store all information, with respect to status and relationship
of processes, screens, reports and users. It must be
generalized enough to integrate with other data dictionary
systems and, for example, screen creation programs and report
writers.

* Making the work of the DBA more Efficient, Reliable and Easier.
The 4GL should include a comprehensive set of wutilities to
control and monitor database administration. In every DP shop of
a certain magnitude, a tool like this is necessary for proper
operation.

X Screen Creation.
A 4GL should provide facilities for easy screen mappings,
independant of the programs that wuse them. It should provide
possibilities for the easy layout of screens, and setting
attributes to the screen such as high-lighting, security,
validation and editing. The data dictionary should indicate the
programs using those screens.
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* Dis